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Abstract
There is a growing trend in deploying DNNs on tiny micro-
controller (MCUs) to provide inference capabilities in the IoT.
While prior research has explored many lightweight tech-
niques to compress DNNmodels, achieving overall efficiency
in model inference requires not only model optimization
but also careful system resource utilization for execution.
Existing studies primarily leverage arithmetic logic units
(ALUs) for integer-only computations on a single CPU core.
Floating-point units (FPU) and multi-core capabilities avail-
able in many existing MCUs remain underutilized. To fill this
gap, we propose AdaptQNet, a novel MCU neural network
system that can determine the optimal precision assignment
for different layers of a DNN model. AdaptQNet models the
latency of various operators in DNN models across different
precisions on heterogeneous processing units. This facili-
tates the discovery of models that utilize FPU and multi-core
capabilities to enhance capacity while adhering to stringent
memory constraints. Our implementation and experiments
demonstrate that AdaptQNet enables the deployment of mod-
els with better accuracy-efficiency trade-off on MCUs.

CCS Concepts
• Computer systems organization → Embedded soft-
ware.
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1 Introduction
With advancements in deep learning, improving DNN in-
ference efficiency has become an important research topic.
Driven by the increasing demand for real-time services and
emphasis on data privacy, the focus has expanded from
merely enhancing DNN inference efficiency on GPU servers
to prioritizing efficiency on edge devices, such as mobile
and IoT devices [13, 14, 17–21, 23, 27, 38, 51]. Fundamentally,
DNN inference efficiency is determined by two key aspects:
• DNN’s inherent properties. Larger models (i.e., more
parameters) are generally less efficient. Therefore, many
efforts have been made to develop efficient DNNs. These
include manually designed DNNs such as ResNet [9] and
MobileNet [12, 37]; model compression techniques such as
pruning [10, 52] and quantization [6, 25, 33] to reduce the
model size; and neural architecture search (NAS) [5, 34] to
automatically identify efficient DNNs within a search space.
• Target platform’s system support. Systems that bet-
ter utilize hardware resources can execute a model more
efficiently. For example, on mobile devices, to complement
efficient DNN design, prior works [17, 18, 23] design ad-
vanced compilation and runtime methods to coordinate het-
erogeneous resources (CPU/GPU/NPU/DSP), greatly boost-
ing DNN inference performance. NN-Stretch [48] further
adapts DNNs to align with the hardware architecture.
Compared with the progress in mobile devices, efficient

DNN inference for MCUs is relatively less mature. As
shown in Table 1, prior studies [1, 2, 7, 22, 27] targeting
MCU platforms primarily adopted quantization techniques
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Table 1: State-of-the-art works for efficient DNN inference on edge devices, including mobile and MCU platforms.
(in the last column, H-agnostic indicates hardware-agnostic and H-aware indicates hardware-aware.)

NN Model Deployed System Improvement

Architecture Precision Hardware Platform (H) Processors H-agnostic
Model

H-aware
Model

System
Optimize

CoDL[18] RetinaFace/YOLOv2/
VGG16/PostNet/FST FP32 Mobile Phone

(Xiaomi/Redmi/Honor) CPU/GPU - - ✓

Band[17] RetinaFace/MobileNet/
ResNet50/FSRNet FP32 Mobile Phone

(Google Pixel/Redmi/Samsung Galaxy)
CPU/GPU/
NPU/DSP - - ✓

𝜇layer[23] GoogLeNet/SqueezeNetV1/
VGG16/AlexNet/MobileNetV1 INT8/FP16 Mobile Phone

(Samsung Exynos 7420/7880) CPU/GPU - - ✓

NN-stretch[48] ResNet-34/50,RegNetX-1.6GF/4GF,
EfficientNet-Lite4/B5 INT8/FP16 Mobile Phone

(Xiaomi/Pixel) CPU/GPU/DSP - ✓ ✓

Rusci et al. [36] MobilenetV1 INT-2/4/8 MCU (NUCLEO-F767ZI@ARM-M7) CPU ✓ - -

TinyEngine[27] MobileNetV2/ProxylessNAS/
MnasNet INT8 MCU (STM32F412@M4,

STM32F746/65, STM32H743@M7) CPU - - ✓

RT-MDM[22] self-trained CNN INT8 MCU (ArduinoNano@M4) CPU - - ✓

MoteNN[2] NASNet/DARTS/MobileNetV2/
MCUNetV2/BERT-Tiny INT8 Intel(R) Xeon(R) Silver 4210R CPU - - ✓

Liberis et al.[26] SwiftNetCell/MobileNetV1 INT8 MCU (NUCLEO-F767ZI@M7) CPU - - ✓

QuantMCU[45] self-trained CNN INT2-INT8 MCU(ArduinoNano@M4,
STM32H743@M7) CPU ✓ - -

CMix-NN[1] MobilenetV1 INT-2/4/8 MCU (STM32H743@M7) CPU - - ✓

MCU-MixQ[7] VGG-Tiny/MobileNet-Tiny INT2-INT8 MCU (STM32F746@M7) CPU - ✓ ✓

AdaptQNet (Ours) MobileNetV2/V3, EfficientNet FP32/16 & INT-2/4/8 MCU (STM32H747@M7+M4) CPU
w/ FPU & dual-core - ✓ ✓

Table 2: Specifications of MCUs from the top five manufacturers [39]. (✓∗ indicates the presence of a single-
precision FPU, and “-” denotes models that lack internal Flash storage and rely on external Flash.)

Vendor Chipset Model Processor FPU? Release Clock Flash RAM
STM STM32H7(45BI) dual Cortex-M7+M4 ✓ 2019.6 M7-480MHz, M4-240MHz 2048kB 1024kB

Infineon XMC7100(D-F100K2112AA) dual Cortex-M7 ✓ 2022.11 dual M7-250MHz 2112 kB 384kB
NXP i.MX-RT(1170) dual Cortex-M7+M4 ✓ 2021.1 M7-1GHz, M4-400MHz - 2048kB

Microchip SAM4Cx dual Cortex-M4 ✓ 2022.6 dual M4-120MHz 2048kB 304kB
Espressif ESP32-P4(NRW16) dual RISC-V ✓∗ 2023.1 dual RISC-V-400MHz - 768kB

to produce integer-only models. They primarily use an arith-
metic logic unit (ALU) within a single CPU core to execute
DNNs. Another challenge for MCUs is their stringent re-
source constraints, typically limited to hundreds or, at most,
thousands of kilobytes. Thus, even when mixed-precision
models are considered [1, 7, 36, 45], precision options are
usually confined to INT2-8.
However, we observed that FPUs are widely available in

modern MCU SoCs (Table 2). With hardware support, the
latency of FP operations can be comparable to that of INT op-
erations (Table 3). Our study further confirms that enabling
some critical operations to run with FP precision allows oth-
ers to be even lower bit widths. This mixed FP-INT model
can be even smaller than INT8 model with higher accuracy
(Figure 2). Besides underutilized FPUs, many modern MCUs
also feature multiple cores. For instance, STM32H747 has
ARM Cortex M4+M7 cores, each equipped with its own ALU
and FPU. The extra core can perform additional computa-
tions to boost DNN capacity, and can be executed in parallel
to minimize the extra latency cost (Figure 3).

Thus, this work proposes AdaptQNet to automatically
identify efficient DNNs that effectively leverage modern
MCUs’ FPU and multi-core capabilities, which have rarely
been explored in prior studies, to advance efficient DNN infer-
ence on MCUs. Basically, AdaptQNet preserves the original
DNN meta-structure, which has been proven to be effective
in full-precision settings, and adjusts the precision configu-
ration across layers to identify an optimal mixed-precision
model, potentially including both FP and INT operations that
can be executed by ALU/FPU on available cores (Figure 5).

Despite the adjustable components being limited to preci-
sion without altering operator dimensions, key challenges
must be addressed owing to the vast search space, which
arises from the compound effect of multiple precision options
and potential multi-core utilization, as detailed in §2.3. This
necessitates a carefully designed search strategy. AdaptQNet
primarily features a two-stage neural architecture search
(NAS) framework to address the challenge. The first stage
focuses on single-core cases, determining the precision con-
figuration for various layers in the DNN. Based on the results,
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Figure 1: Accuracy of DNN models from QAT.

the layers that are likely to benefit from utilizing additional
core computations are identified, and a dedicated second-
stage search is conducted for these layers. By decoupling
the search into two stages, the vast original search space is
effectively reduced. Our main contributions are as follows.
• To our best knowledge, we are the first to identify the
underutilization of FPU and multi-core capabilities that have
long existed on MCUs.
• We propose AdaptQNet, a two-stage differentiable NAS-
based approach combinedwith rigorous latencymodeling for
various DNN operators at various precision on single-/multi-
cores. AdaptQNet identifies accurate and efficient DNNs
optimized for MCUs with FPUs and multi-cores.
• Our evaluations demonstrate that AdaptQNet achieves
significant improvements across different DNNs and bench-
marks. Compared to INT8 QAT models, AdaptQNet achieves
an average accuracy improvement of 7.6% across all cases. For
MobileNetV3-SMALL on CIFAR-10, the accuracy improves
from 62.7% to 75.9%. In comparison to mixed-INT models,
AdaptQNet also shows significant improvements. For Mo-
bileNetV2 on CIFAR-10, AdaptQNet achieves an accuracy of
83.8%, surpassing the mixed-INT model’s 80.4%. Similarly,
for MobileNetV3-SMALL on CIFAR-10, AdaptQNet reaches
75.9% accuracy compared to the mixed-INT model’s 63.1%.
These improvements are achieved while maintaining com-
parable or better compression ratios and latency reductions.
For EfficientNet-B0 on Mini-ImageNet, AdaptQNet achieves
a compression ratio of 0.189x with 78.5% accuracy, outper-
forming the mixed-INT model’s 74.4% accuracy at 0.223x
compression ratio.

2 Motivation and Challenges
In this section, we illustrate the motivation and challenges
involved in developing accurate and efficient mixed FP-INT
DNNs for modern MCU platforms.

2.1 Limitation of Unified Quantization
Unlike servers andmobile devices, MCUs face stringent mem-
ory constraints, as listed in Table 2. Thus, there is a high
demand for aggressive model compression. However, most

Efficientnet-b0

FP32

INT8

INT4

FP32 INT8 INT4 INT2

Model Size

20.5MB

ACC

5.2MB

2.6MB

3.4MB

92.1%
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10.0%

85.7%
8 27 24 12

Figure 2: Mixed FP-INT EfficientNet from AdaptQNet.

Table 3: Operator Latency (ms) on STM32H747@M7.

Operator FP32
w/o FPU

FP32
w/ FPU INT8 INT4 INT2

Conv 196.97 19.70 4.47 3.32 2.15
DW-Conv 128.59 12.85 3.27 2.23 1.43
MaxPool 1.45 0.14 1.14 N/A N/A

FC 0.52 0.05 0.03 N/A N/A

DNNs struggle to maintain their original accuracy when
they are significantly compressed. Figure 1 shows our exper-
iments applying quantization-aware training (QAT) [15] to
produce quantized MobileNetV2/V3 [11, 37] and Efficient-
Net [44].While INTmodels achieve lowermemory footprints
than FP32 models, this reduction often comes with accuracy
degradation to varying degrees. Nevertheless, we found that
elevating some critical layers to FP precision helps preserve
model accuracy, whereas less important weights can be fur-
ther compressed into lower-bits, thereby reducing the overall
memory footprint. Figure 2 shows a mixed FP-INT model
found by our method, achieving better accuracy-efficiency
tradeoff superior to that of INT8 model.

2.2 Underutilized Processing Units
Mixed-precision is not a novel concept, but recent stud-
ies [1, 7, 36, 45, 45] on MCUs are often restricted to mixed
INT precisions (INT2-INT8), primarily relying on ALU for
computation. As shown in Table 2, modern MCUs widely
feature FPUs; however, these remain underutilized in prior
research. We empirically measured the execution latency of
typical DNN operators onMCUs, and presented the results in
Table 31. With FPU hardware support, FP operations can exe-
cute comparable to their integer counterparts. It is noted that
Conv/FC operators are dense-arithmetic operations, highly
sensitive to precision and FPU support. This opens up the
opportunity to mixed FP-INT models on MCUs, with better
accuracy-efficiency balance.

Unlike GPUs and CPUs on mobile devices, ALU and FPU
on MCUs are integrated differently. Figure 3(a) illustrates
the typical architecture of two-core MCU, where each core is
equipped with an ALU and FPU. Each core has local memory

1INT4/2 cases were measured using CMixNN [1], which supports Conv
operators but not max-pooling or fully connected (FC) operators.
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Figure 3: Dual-core MCU modeling: (a) Typical architecture for a dual-core MCU; (b) Interrupt-based coordinated
execution model; (c) Latency modeling empirically evaluated for a 3x3 convolution operation using CubeAI, where
a Cortex M7 core executes in FP32 precision, and a M4 core executes in INT8 precision.

for model execution. GPUs and CPUs on mobile devices are
independent processing units with distinct memory spaces,
resulting in non-negligible synchronization overhead, as
highlighted by prior works [17, 18]. However, ALU and FPU
on a single-core MCU, e.g., ALU1 and FPU1 in Figure 3(a),
are closely coupled, with minimal synchronization overhead,
but they cannot execute simultaneously.
For dual-core MCUs, however, ALU and FPU from differ-

ent cores, e.g., ALU1 and FPU2 in Figure 3(a), can execute
in parallel to accelerate DNN inference. To coordinate ex-
ecution, we can leverage a dedicated memory space that
supports 2-core access to facilitate inter-core communica-
tion. As shown in Figure 3(b), core 1 1 writes the input
tensor to the shared memory; 2 sends an interrupt signal to
core 2; then core 2 3 fetches the tensor from shared memory
and performs its computation. After sending the interrupt,
core 1 executes its own computation. When core 2 completes
its computation, it uses a similar interrupt-based scheme to
send the results back to core 1. Figure 3(c) presents the em-
pirical results of dual-core execution, where M7 core serves
as core 1 performing an FP32 3x3 Conv, while M4 core acts
as core 2 executing an INT8 3x3 Conv, with 32x32x3 input
tensor. Homogeneous dual-core MCU, e.g., two M7 cores
executing an FP32 Conv and an INT8 Conv, exhibit a similar
pattern as in Figure 3(c). Multi-core execution can enhance
model capacity without incurring substantial overhead, if
parallel execution is effectively implemented.

2.3 Design Challenge
The composite complexity introduced by FPU and multi-
core execution creates unique problem space. FPU/ALU’s
functioning on multi-core MCUs differs significantly from
GPU/TPU/FPGA architectures [4] and is not addressed in
prior works[1, 7, 36, 45, 50] that only utilize ALUs on single-
core MCUs. Besides, the search space is vast, and we find
that optimal models cannot be effectively discovered using a
straightforward model search strategy.

Figure 4: Pilot Study: Optimization Efficiency of Super-
Net with Various #Precision Branches.

For a DNN model {𝑊1,𝑊2, ...,𝑊𝑁𝐿
} with 𝑁𝐿 layers, each

layer has precision candidates 𝑆𝑝 , resulting in ∥𝑆𝑝 ∥𝑁𝐿 pre-
cision configurations. Furthermore, if each layer leverages
multi-core capacity, assuming 𝑁𝑐 cores, we can execute up to
𝑁𝑐 precision branches in parallel. Then, we have additional
configurations for each layer as

∑𝑁𝑐

𝑖=2𝐶 (∥𝑆𝑝 ∥, 𝑖), where𝐶 (·, ·)
represents the combinatorial function. Thus, the total num-
ber of candidate precision in the search space S is:

∥S∥ = (∥𝑆𝑝 ∥ +
𝑁𝑐∑︁
𝑖=2

𝐶 (∥𝑆𝑝 ∥, 𝑖))𝑁𝐿 (1)

If 𝑆𝑝 = {FP32, FP16, INT8, INT4, INT2}, 𝑁𝑐 = 2, and 𝑁𝐿 =

52 (MobileNetV2), then ∥S∥ = (6 + 15)52 ≈ 5.69 × 1068.
We conduct a pilot study to empirically demonstrate the

challenge of model search within such a large space. We con-
struct DNN models with varying depths (1/5/10), where each
layer consists of a Conv (kernel size 3×3) followed by ReLU
activation. Each layer is then expanded to multiple precision
branches with two cases: (a) single-core case (supernet@5):
we construct a super-network with 5 precision options: FP32,
FP16, INT8, INT4, INT2 (see Figure 6) (b) single+dual-core
case (supernet@15): The super-network is expanded to in-
clude pairwise combinations, such as FP32+INT8, FP16+INT4
(see Figure 7 (b)), yielding 15 options in total (5 single-precision
+ 10 combination-precision). We apply NAS to search for an
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Figure 5: AdaptQNet Overview.

optimal model, training the constructed supernet on CIFAR-
10 for multiple epochs (3/10/20) with Adam optimizer. The
search space of Supernet@15 is a superset of that of Super-
net@5, however, directly searching within Supernet@15 not
only requires more GPU memory and computation time,
but also suffers from lower optimization efficiency, often
resulting in a sub-optimal sub-network. As shown in Fig-
ure 4, as network depth increases to 5 layers, supernet@15
shows slower optimization progress, requiring 20 epochs to
reach 0.3562, whereas supernet@5 achieves similar perfor-
mance (0.3551) in just 10 epochs. This trend becomes more
pronounced at depth 10, where supernet@15 struggles to
maintain performance (dropping to 0.2734) even with 20
epochs, while supernet@5 remains stable at 0.3506. In practi-
cal DNNs with dozens of layers, e.g., MobileNetV2 with 50+
layers, search within a supernet with all precision options is
neither efficient nor achieving an optimal final model.

Existing methods cannot readily address this problem. Tao
et al.[45] employ mixed precision to address a specific issue,
differing from our focus: they identify less sensitive patches
and enforce lower precision (e.g., INT4) to reduce patch-
induced latency. Rusci et al.[36] adopt an iterative strategy
to reduce bitwidth layer by layer; however, it is difficult to
generalize for handling combination-precision in dual-core
execution in our case. Pham et al.[31] propose weight sharing
among all child models to improve NAS efficiency; however,
in our case, the child models correspond to the same operator
instantiated with different precisions (or their combinations),
as illustrated in Figure 7. Xu et al. [50] optimize operator
placement across multiple cores without altering the model
itself, making their approach complementary to ours.
Our Idea. Inspired by above pilot study, we propose a two-
phase NAS method (Figure 5). In first phase, we restrict the
search to selecting single precision branch per layer (Fig-
ure 6). This eliminates the need to consider multi-branch
cases at this stage, significantly reducing initial search space,

and making it easier to converge to an optimal model. In
second phase, we build upon the previous results. If a spe-
cific precision branch demonstrates an overwhelming ad-
vantage over others for a given layer, further exploration of
multi-branch cases for that layer is deemed unnecessary. In
such case, multi-core execution would introduce unneces-
sary synchronization/memory overhead without much gain.
Conversely, if multiple precision branches show comparable
gains, we explore two or more branch cases to identify the
better configuration (Figure 7). For both phases, we perform
search space pruning by applying hard RAM constraints to
eliminate infeasible branches or combinations, thereby re-
ducing the overall search time. By disentangling the search
space into two phases, we not only enhance search efficiency
but also improve search effectiveness in identifying a mixed-
precision DNN that fully exploits FPU and multi-cores.

3 AdaptQNet System Design
Figure 5 illustrates AdaptQNet’s complete workflow that
involves two main roles: the model to be optimized and
the target system where the model will be deployed. Be-
fore model optimization, we 1 identify all the constraints
imposed by the system hardware and conduct hardware pro-
filing to construct a latency predictor for various primitive
operators executed on the processing units of the target
system. Based on the meta-structure of the model, we 2

construct a supernet that represents the entire search space
with candidate precision configurations. We 3 apply hard-
ware RAM constraints to prune the search space, and then
4 conduct a phase-one mix-precision architecture search.
Following this, we will 5 examine the phase-one results to
determine whether the model could potentially benefit from
multi-core enhancements. If so, we will 6 adapt the original
supernet to incorporate precision combinations for multi-
core cases on selected layers and 4 execute a phase-two
mixed-precision architecture search. Finally, we 7 sample
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the optimal model from the supernet and dispatch the oper-
ations to heterogeneous processing units for inference.

3.1 System Constraints
The major constraint posed by MCUs is memory, specifically
the flash size for storing model parameters and the RAM size
for holding dynamic activations.
Flash Constraints. In MCU-based TinyML systems, flash
memory stores both model parameters, including weights
and biases, as well as auxiliary components such as operator
libraries and code, which can be categorized as follows:

𝑀flash = 𝑀para +𝑀aux (2)

where 𝑀para and 𝑀aux represent the memory footprints of
the model parameters and the auxiliary components, respec-
tively.𝑀para is determined by the number of parameters and
bits used to represent each parameter, that is, precision, and
can be expressed as 𝑀para = 𝑁p × bwp, where 𝑁p and 𝑏𝑤p
denote the number of parameters and bit width, respectively.
For example, if the model uses FP32, bwp = 32 bits = 4 bytes,
whereas for INT8, bwp = 8 bits = 1 byte. Thus, quantiza-
tion [6, 25, 29, 35] is widely used for compressing DNNs to
reduce flash usage.
Although unified quantization has become the de facto

standard for model compression, recent research has shown
that different DNN layers exhibit varying quantization sen-
sitivities. Thus, mixed-precision solutions [32, 33] offer po-
tential advantages. In this case, for a DNN with 𝐿 layers
containing learnable parameters {𝑊1,𝑊2, ...,𝑊𝐿}, the flash
usage can be characterized as follows:

𝑀flash =

𝐿∑︁
𝑖=1

(
𝑁 𝑖
p × bw𝑖

p

)
+𝑀aux (3)

where 𝑁 𝑖
p and bw𝑖

p represent the number of parameters and
bit width (precision) for the 𝑖-th layer, respectively.
RAM Constraints. In addition to static model parameters,
RAM is required to store intermediate output tensors (acti-
vations) during the model inference. For sequential DNNs,
inference libraries, e.g., X-Cube-AI [40] allocate buffers based
on the maximum activation tensor size across all operators.
Specifically, we have:

𝑀RAM = 𝑀buff +𝑀I/O +𝑀lib

= Max(𝑀1
act, 𝑀

2
act, . . . , 𝑀

𝐿
act) +𝑀I/O +𝑀lib

(4)

where 𝑀𝑖
act denotes RAM for 𝑖-th operator/layer, 𝑀I/O de-

notes RAM for Input/Output and 𝑀lib denotes RAM for in-
ference library. During inference, the system repurposes the
reserved input/output RAM to store intermediate tensors,
thereby optimizing RAM usage. This strategy is taken into
account when determining the search space.
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Figure 6: Primitive to construct supernet for mix-
precision architecture search.

To deploy a DNN model on an MCU, we should satisfy:

𝑀flash ≤ FLASH_MAX;𝑀RAM ≤ RAM_MAX (5)

where FLASH_MAX and RAM_MAX denote the maximum
available flash and RAM, respectively. The RAM usage mod-
eling for multi-core cases is elaborated in §3.3.

3.2 Mixed-Precision Architecture Search
Search Space (SuperNet Construction). AdaptQNet pro-
vides amixed-precisionNAS approach called PrecisionNAS that
automatically searches for the best-precision configuration
across layers. We focus on CNN-based backbones, such as
MobileNets [11, 37] and EfficientNet [44]. Inspired by prior
work [49], we design the search space using the primitives
illustrated in Figure 6. Specifically, for each selected layer in
a full-precision trained model, we first perform post-training
quantization (PTQ) to generate its different precision branches,
and then combine all branches into a unified architecture.
Each branch is associated with an architecture parameter 𝛼𝑖 .
By integrating all the expanded layers, the resultant model,
referred to as the supernet NNsup, spans from the first layer’s
input to the final layer’s prediction output. In addition, we
retain the quantization and dequantization operations within
each precision branch, while the residual branch maintains
identical precision between input and output without re-
quiring any additional conversion. During deployment, the
dequantization and merge operations are executed by a more
capable core, as in Figure 3(c). We enforce unified bit-width
for weights/activations within each layer/operator, as prior
works [55] suggest that maintaining consistency is benefi-
cial. Many viable subnets exist. Generally, higher-precision
branches improve model capacity, and with FPU support, the
latency gap can be reduced, but still have a higher memory
footprint. Our system aims to balance these trade-offs and
automatically search for the optimal precision configuration,
ensuring that the resultant subnet achieves high capacity
while effectively utilizing the underlying hardware to enable
efficient inference.
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Algorithm 1 Search Space Pruning
1: Input: Supernet NNsup, RAM_MAX
2: Output: Simplified Supernet NN′

sup
3: for each precision branch 𝑏𝑝 ∈ NNsup do
4: if 𝑀𝑝

RAM > RAM_MAX then
5: Prune precision branch 𝑏𝑝 from NNsup
6: end if
7: end for

Algorithm 2 Searching Algorithm
1: Input: Pruned supernet NNsup withmodel parameters𝑤

and architecture parameters 𝛼 , cost function/coefficient
C(·) and 𝜆, training/validation dataset Xtrain and Xval

2: Output: Optimized supernet NN′
sup.

3: for epoch 𝑒 = 0, . . . , 𝑁 do
4: // Update𝑤 on Xtrain
5: pred = NNsup(𝑤 , 𝛼 , X𝑒

train)
6: loss = get_loss(pred, C(·), 𝜆)
7: Perform backpropagation to update𝑤 (not update 𝛼)
8: // Update 𝛼 on Xval
9: pred = NNsup(𝑤 , 𝛼 , Xval)
10: loss = get_loss(pred, C(·), 𝜆)
11: Perform backpropagation to update 𝛼 (not update𝑤 )
12: end for
13: Return: Optimized supernet NN′

sup.

Search Space Pruning. Unlike previous hardware-agnostic
approaches [3, 49], our work focuses on MCUs with strin-
gent memory constraints. Thus, we prioritize memory re-
strictions upfront to eliminate infeasible branches in the
supernet, thereby avoiding unnecessary computations dur-
ing the search process. As described in Equation 4, RAM
usage is dominated by the layer with the maximal RAM
requirements. Thus, we can use the layer-wise maximum
RAM usage as the pruning criterion: if a single layer of a
candidate incurs RAM usage exceeding the total RAM lim-
its, it can be safely excluded from the search space, thereby
reducing the subsequent search time. A detailed procedure
is presented in Algorithm 1. The primary reason for using
RAM as the pruning criterion, rather than flash, is its layer-
wise maximum usage indicated in Equation 4. Flash memory,
which accumulates across multiple layers (Equation 3), is
more challenging to use as a criterion for pruning. We en-
sure that no potentially optimal subsets within the memory
constraints are wrongly excluded. Due to space limitation,
please refer to Figure 11 in Appendix to see the remaining
precision branches in the supernet across various precisions
after pruning using Algorithm 1.
Search Algorithm. Given the pruned supernet, our goal is
to search for an optimal configuration of the architectural

parameters 𝛼 in Figure 6 across different layers. The overall
search procedure is presented in Algorithm 2.

The architecture parameter 𝛼 serves as a branchmask. For-
mally, for a pair of input activation 𝑣𝑖 and output activation
𝑣 𝑗 in Figure 6, we define:

𝑣 𝑗 =
∑︁
𝑖,𝑘

𝛼
𝑖 𝑗

𝑘
· 𝑣𝑖 ·𝑤 𝑖 𝑗

𝑘
(6)

where 𝛼𝑖 𝑗
𝑘

∈ {0, 1} represents the mask for 𝑘-th branch be-
tween between 𝑣𝑖 and 𝑣 𝑗 , and

∑
𝑘 𝛼

𝑖 𝑗

𝑘
= 1. We then adopt a

differentiable NAS [49] approach to convert the supernet
into a stochastic version in which branches are executed
stochastically. For each branch, execution occurs when 𝛼

𝑖 𝑗

𝑘

is sampled to be 1. To enhance training stability, instead of
hard sampling, where only one branch is executed, we apply
the Gumbel-Softmax trick [16, 28] to enable soft sampling.
Each branch is assigned a parameter 𝜃 𝑖 𝑗

𝑘
, and we have:

𝛼
𝑖 𝑗

𝑘
= GumbelSoftM(𝜃 𝑖 𝑗

𝑘
|𝜃 𝑖 𝑗 ) =

exp((𝜃 𝑖 𝑗
𝑘
+ 𝑔𝑖 𝑗

𝑘
)/𝜏)∑

𝑘 exp((𝜃
𝑖 𝑗

𝑘
+ 𝑔𝑖 𝑗

𝑘
)/𝜏)

(7)

where 𝑔𝑖 𝑗
𝑘
is sampled from Gumbel(0,1), and a temperature

coefficient 𝜏 is used to control the behavior of the Gumbel-
Softmax distribution. When 𝜏 → ∞, 𝛼𝑖 𝑗

𝑘
becomes a continu-

ous random variable that follows a uniform distribution. As
described in Equation 6, all branches are executed, and their
outputs are averaged. Conversely, as 𝜏 → 0, 𝛼𝑖 𝑗

𝑘
approaches a

discrete random variable following a categorical distribution,
and only one branch in Equation 6 is sampled and executed.
This also makes the supernet and its loss function directly
differentiable with respect to 𝜃 𝑖 𝑗

𝑘
, thereby enabling efficient

optimization during training.
To search for an accurate and efficient model, we define

the loss function for the search process as follows:

Loss = L𝑡𝑎𝑠𝑘 + 𝜆 · C𝑙𝑎𝑡𝑒𝑛𝑐𝑦 (8)

whereL𝑡𝑎𝑠𝑘 represents task-specific loss, such as cross-entropy
for classification tasks, and C𝑙𝑎𝑡𝑒𝑛𝑐𝑦 measures the latency cost
of the DNN, and 𝜆 is a balancing hyperparameter that adjusts
the trade-off between accuracy and efficiency.
For a DNN with 𝐿 layers, since MCU systems lack com-

plex operation fusion as seen in mobile systems [56], the
overall latency is calculated as an accumulation across lay-
ers C𝑙𝑎𝑡𝑒𝑛𝑐𝑦 =

∑𝐿
𝑖=1 C𝑖

𝑙𝑎𝑡𝑒𝑛𝑐𝑦
, where C𝑖

𝑙𝑎𝑡𝑒𝑛𝑐𝑦
represents the

latency of the 𝑖-th layer.
In a supernet with multiple precision branches, the latency

for each layer is calculated as the weighted average of each
precision option, which can be expressed as:

C𝑖
𝑙𝑎𝑡𝑒𝑛𝑐𝑦

=
∑︁
𝑘

𝛼
𝑖 𝑗

𝑘
· C𝑖

𝑙𝑎𝑡𝑒𝑛𝑐𝑦
(𝑘) (9)
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where 𝛼𝑖 𝑗
𝑘
represents the weighting factor for 𝑘-th branch in

𝑖-th layer and C𝑖
𝑙𝑎𝑡𝑒𝑛𝑐𝑦

(𝑘) is the latency of 𝑘-th branch.
Hardware Profile and Latency Predictor. C𝑖

𝑙𝑎𝑡𝑒𝑛𝑐𝑦
(𝑘) de-

pends on the precision, operator type, and hardware config-
uration (e.g., CPU and FPU). To integrate precise latency val-
ues into the loss function for training optimization, we must
accurately and efficiently measure C𝑖

𝑙𝑎𝑡𝑒𝑛𝑐𝑦
(𝑘). Formally:

C𝑖
𝑙𝑎𝑡𝑒𝑛𝑐𝑦

(𝑘) = C(#OP, bit-width) = 𝑤𝑘
𝑖 × #OP (10)

where C(·) models the inference time as directly propor-
tional to the number of primitive operations (e.g., multiply-
accumulate operations) and precision (bit-width), and 𝑤𝑘

𝑖

denotes the ratio between the actual latency and the num-
ber of operations (OP) for 𝑘-th branch in 𝑖-th layer, that can
serve as a normalized metric to compare the efficiency across
different precision branches.
Within a layer, different branches differ only in preci-

sion while sharing the same input/output dimensions and
operator types. Therefore, to efficiently estimate𝑤𝑘

𝑖 for dif-
ferent branches, we can measure the latency of a reference
branch executed by the target hardware and interpolate pro-
portionally for other precisions using the same hardware
unit. Specifically, we can measure the latency of operators
with FP32, INT8, and INT2 using the X-CUBE-AI [40] and
CMix-NN [1] frameworks on the target hardware. For FP16
operators, we obtain the latency by taking half of the FP32
counterpart. To incorporate more precision options, such as
INT6 or INT4, we can apply linear interpolation based on
the measured latencies of the existing precision levels.

3.3 Incorporating Multi-Core Capability
After the phase-one search, we obtain a supernet with opti-
mized architecture parameters, as shown in Figure 7(a). For
a target system with a single core, the best-precision branch
with the highest associated weight from each layer can be
sampled to form the subnet for deployment. However, if the
hardware features two cores, we can leverage duplicated
operators with different precisions to compensate for the
accuracy loss introduced during quantization. It is worth
noting that natively selecting the best two branches for dual-
core execution is incorrect, as the latency and RAM usage
modeling for dual-core scenarios differ significantly from
the single-core case. Therefore, a dedicated round of NAS is
required for proper optimization.
New Search Space (SuperNet Adapter). As shown in Fig-
ure 7(b), we adapt the previous supernet to construct a new
search space aimed at finding efficient DNNs that better uti-
lize multi-core capacities. We use the trained maximum 𝛼

of each layer to determine whether to further explore multi-
core utilization for this layer. If one layer has a small𝑚𝑎𝑥 (𝛼)
compared with the other layers, it indicates that the layer

has more exploration space. However, we find that the 𝛼 dis-
tribution varies and is highly sensitive across models. Thus,
simply applying a threshold on 𝛼 for layer selection is un-
satisfactory, as it either retains too many layers (low search
efficiency) or too few (missing better candidates). Thus, we
adopt a top-𝑘 strategy: all layers are sorted by their −max(𝛼)
in descending order, and a cut-off ratio 𝑘 is applied. This is
agnostic to the specific 𝛼 values while providing predictable
control over the size of the two-core search space. For se-
lected layers, we further sample all combinations of branches
based on the number of available cores (e.g., two in this case).
For others, we retained only the best branch with𝑚𝑎𝑥 (𝛼).
It is important to note that although dual-core hardware

provides the potential to execute a two-branch DNN, it does
not guarantee that two-branch configurations are always
better than single-branch configurations. For instance, two-
branch models may exceed memory constraints, rendering
them infeasible, or may incur higher latency with minimal
accuracy gains. Therefore, we still include the single branch
in the search space to ensure a comprehensive optimization.
Similar to PrecisionNAS described in §3.2, each single/dual-
precision configuration (branch) is associated with an archi-
tectural parameter 𝛼𝑖 for optimization.
Multi-core RAM Usage Modeling. Before applying Preci-
sionNAS to the new supernet, we also perform search space
pruning as outlined in Algorithm 1 using RAM usage as the
pruning criterion. However, for multi-branch DNNs, the in-
put tensors associated with a branching point can be shared
by multiple operators. Therefore, unlike in sequential DNNs,
input tensors cannot be evicted immediately from RAM until
all the associated branches complete their computations.

𝑀RAM = 𝑀buff +𝑀branch +𝑀I/O +𝑀lib (11)

where 𝑀branch denotes the extra memory footprint of the
tensors associated with branching, differing from Equation 4.
Multi-core Latency Modeling. To guide the search pro-
cess over the new supernet shown in Figure 7, accurate la-
tency measurements for two-branch cases should be incor-
porated into the loss function (Equation 8). As illustrated
in Figure 3, for two-core coordinated execution, we calcu-
late the latency as the total span of computations, consid-
ering the maximal possible overlap between their execu-
tion timelines. For ALU/FPU assignment across cores, in
homogeneous systems (e.g., M7+M7), configurations such
as ALU1+FPU2 and FPU1+ALU2 are equivalent; in hetero-
geneous ones (e.g., M7+M4), heavier operators (e.g., FP) are
assigned to the higher-capacity core (M7), guided by our
latency profiling.

4 Evaluation Methodology
Hardware Prototype. We use the STM32H747 dual-core
MCU as our evaluation platform, as shown in Figure 8(a). It
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Figure 7: SuperNet Adapter: For layers with a dominating branch, sample only the best one. Otherwise, sample
both the best and combinations #cores (e.g., 2), then conduct PrecisionNAS on the new supernet.

features an ARM Cortex-M7 core and a Cortex-M4 core, with
2048KB Flash and 1024KB RAM. We use CubeMX [41] for
hardware configuration. To deploy mixed FP-INTmodels, we
enable the FPU on both cores. For M7 core, we set bits 20 to
23 of the Coprocessor Access Control Register (CPACR) to 1
using code snippet SCB->CPACR |= ((3UL«20)|(3UL«22)).
Similarly, for M4 core, we configure the relevant CPACR bits
to enable its FPU. For low-bitwidth, Cortex-M4/M7 are both
SIMD-enabled units that can pack INT4/2 within INT8 regis-
ters and perform vectorized operations for efficiency.M7 core
operates at 400MHz, while M4 core runs at 240MHz. To facil-
itate dual-core co-execution, we designate SRAM4 (64KB) in
power domain D3 [42] as the tensor exchange region, as it is
accessible by both cores. We primarily use X-CUBE-AI [40]
for DNN model deployment and leverage OpenAMP [30] to
implement multi-core coordination. We run DNNs on a bare-
metal MCU without any OS. Hardware modeling of RAM
and latency required by AdaptQNet is universally applicable
across MCUs, not limited to our evaluation board. Moreover,
our framework is inherently generalizable and can be readily
extended to other MCUs through appropriate profiling.
Evaluation Model&Benchmarks. Since CNNs are pre-
dominantly used in MCU applications, we evaluate three
well-known lightweight CNN models: EfficientNet [44], Mo-
bileNetV2 [37], and MobileNetV3 [11]. We will consider oth-
ers DNNs in future. For benchmarking, we adopt two repre-
sentative dataset, CIFAR-10 [24] and MINI-IMAGENET [46].
The maximum available RAM for AI inference on our hard-
ware STM32H747 is 784 KB. Accordingly, we set the RAM
constraint to 512 KB for CIFAR-10 and 784 KB for Mini-
ImageNet, considering their differing input resolutions (32×32
and 84×84). Each dataset is divided into training, validation,
and test sets. Training set is used to learn model weights with
a 256 batch size, validation set is used to evaluate training
objectives and search for architecture parameters with a 200
batch size, and test set is used for final evaluation. We reserve

4,000 samples from validation set as test set for CIFAR-10,
and use an overall split ratio of 7:2:1 for Mini-ImageNet.
Baselines and Evaluation Metrics. We compare our pro-
posed method with the following baselines:
• Original Model (FP32): This is the full-precision model,
which generally achieves the highest accuracy but is less
computationally feasible and efficient on MCUs.
• QAT Model (INT8): This is a fully INT8 model obtained by
uniformly quantizing FP32 models using QAT [29] technique.
• Mixed-INT Model (INT8/4/2): As prior works [7, 36, 53]
are not open-sourced, we implement Mixed-INT models fol-
lowing their descriptions, with the precision space restricted
to integer only and the number of candidates is constrained
to powers of two to facilitate computation.

We ran all baselines and our method under the same hard-
ware constraints and benchmark data. Upon model conver-
gence, we selectedmodels that achieved the optimal accuracy
and efficiency while meeting memory constraints for a fair
comparison. Specifically, we use test set accuracy, compres-
sion ratio (CR) relative to full-precisionmodels, average infer-
ence latency, and effective bitwidth (Eff-BW = 𝐵𝑊𝑟𝑒 𝑓 ×𝐶𝑅)
as evaluation metrics, where 𝐵𝑊𝑟𝑒 𝑓 denotes the bitwidth of
the reference model, which is 32 in our evaluation.
Model Search Settings. We implement model training and
architecture search algorithm using PyTorch and run them
on a server equipped with NVIDIA A6000 GPU with 48GB
memory.We use separate Adam optimizers with cosine learn-
ing rate (lr) scheduling for updating model weights (𝑤 ) and
architecture parameters (𝛼), with hyperparameters setting
as shown in Figure 9(a). Additionally, to stabilize the training
process, we conduct a warm-up phase for model weight train-
ing, 5 epochs for CIFAR-10 and 10 epochs for Mini-ImageNet,
before proceeding with architecture parameter searching.
For regularization term 𝜆 in Equation 8, we set it relatively
small so that the initial regularization term 𝜆 · C𝑙𝑎𝑡𝑒𝑛𝑐𝑦 is
about 20% of the task loss L𝑡𝑎𝑠𝑘 , achieving a final model that
balances both efficiency and accuracy. BatchNorm/ReLU is
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(a) (b) (c)

Figure 8: (a) Hardware Platform: STM32H747 Dual-Core MCU with enabled FPUs; (b) Computation Latency
Profiling (Per-Operator): Conv2D/DW-Conv under FP32/INT8 precisions; (c) DNN Computation Latency Modeling:
measured latency v.s. sum of individual operators’ predicted latency.

(a) (b) (c) (d)

Figure 9: (a) Hyper-parameters for Model Search; (b) Inter-core Communication Latency Profiling: data transfer
overhead in multi-core execution; (c) Precision Distribution@OperatorType (MobileNetV3-Small, CIFAR-10); (d)
Precision Distribution@Computation Intensity (MobileNetV3-Small, CIFAR-10).

folded into Conv and frozen after the first epoch to mitigate
quantization errors and stabilize supernet training.

5 Evaluation Result
5.1 Hardware Profiling Micro-Benchmark
Per-Operator Computation Latency Profiling. To mea-
sure per-operator computation latency, we construct DNNs
with a single targeted operator, e.g., Conv2D or DW-Conv.
We enumerate feasible combinations of input sizes (32×32
to 128×128) and channel numbers (3 to 64), recording their
#MAC and latency. We measure the computation latency
separately for M7 and M4 cores. The results for M7 core
are shown in Figure 8(b). We observe a linear correlation
between MMACs and latency for each operator. Since we
run DNNs on a bare-metal MCU without any OS, computa-
tion latency is primarily determined by the computational
complexity of operators. Figure 8(b) also shows that INT8 op-
erators reduce execution latency by 3–4 times compared to
their FP32 counterparts. Given the same MMACs, DW-Conv
incurs slightly higher latency than conventional Conv2D, as
X-CUBE-AI framework internally treats DW-Conv as two

separate Conv, introducing additional memory access over-
head. In a nutshell, for each operator at each precision, we
can derive a linear function to characterize the relationship
between MMACs and latency.
DNNComputation LatencyModeling. To model a DNN’s
overall latency, we randomly select the number of layers
and also randomly select operators from candidate pools
to compose DNNs, then measure their overall latency and
compare against the sum of individual operators’ predicted
latencies based on previously derived linear functions. The
results, shown in Figure 8(c), validate that a DNN’s overall
latency can be accurately approximated by the sum of its
individual operators’ latencies. In this way, we can estimate
the latency overhead of a DNN, enablingmore efficientmodel
architecture search.
Inter-core Communication Latency Modeling. To lever-
age dual-core capacity, we must also model the communica-
tion latency induced by data transfer between two cores. We
enumerate tensors of different sizes, ranging from 0.06 to 64
KB (the maximum capacity of shared RAM), and measure
the latency from the sender’s write operation to shared RAM
until the receiver fully loads the data into its own RAM. The
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Table 4: Comparison of our method against baselines across different DNN models and benchmarks.

DNN Model Benchmark Method Accuracy Model Size(MB)/CR Latency(ms) Eff-BW

MobileNetV2
Width/1.0

CIFAR-10

Original Model (FP32) 84.3% 8.53/1x 504.42/1x 32
QAT Model (INT8) 83.2% 2.17/0.25x 114.03/0.226x 8
Mixed-INT Model (INT8/4/2) 80.4% 1.09/0.128x 81.74/0.162x 4.08
Ours (FP32/16+INT8/4/2) 83.8% 1.50/0.175x 102.39/0.203x 5.58

Mini-ImageNet

Original Model (FP32) 78.3% 8.61/1x 1010.07/1x 32
QAT Model (INT8) 76.0% 2.18/0.25x 230.81/0.228x 8
Mixed-INT Model (INT8/4/2) 72.5% 1.22/0.14x 161.90/0.160x 4.47
Ours (FP32/16+INT8/4/2) 76.9% 1.64/0.19x 219.18/0.217x 6.11

MobileNetV3
-SMALL

CIFAR-10

Original Model (FP32) 86.2% 5.81/1x 235.71/1x 32
QAT Model (INT8) 62.7% 1.47/0.25x 51.15/0.217x 8
Mixed-INT Model (INT8/4/2) 63.1% 1.13/0.194x 42.67/0.181x 6.21
Ours (FP32/16+INT8/4/2) 76.2% 1.16/0.200x 53.44/0.227x 6.42

Mini-ImageNet

Original Model (FP32) 79.8% 5.90/1x 467.85(1x) 32
QAT Model (INT8) 58.5% 1.48/0.25x 102.4/0.219x 8
Mixed-INT Model (INT8/4/2) 60.1% 1.12/0.187x 100.44/0.217x 5.97
Ours (FP32/16+INT8/4/2) 72.9% 1.06/0.178x 95.91/0.205x 5.69

EfficientNet
-B0

CIFAR-10

Original Model (FP32) 92.1% 20.49/1x 649.59/1x 32
QAT Model (INT8) 75.5% 5.20/0.25x 143.56/0.221x 8
Mixed-INT Model (INT8/4/2) 73.8% 4.43/0.216x 129.26/0.199x 6.92
Ours (FP32/16+INT8/4/2) 85.7% 3.41/0.167x 134.47/0.207x 5.35

Mini-ImageNet

Original Model (FP32) 88.1% 20.59/1x 1293.65/1x 32
QAT Model (INT8) 72.4% 5.22/0.25x 293.66/0.227x 8
Mixed-INT Model (INT8/4/2) 74.4% 4.59/0.223x 283.32/0.219x 7.15
Ours (FP32/16+INT8/4/2) 78.5% 3.91/0.189x 269.08/0.208x 6.04

Table 5: Comparison of Phase 1 (single-core) and Phase 2 (dual-core) Models across MobileNetV2-1.0, MobileNetV3-
Small and EfficientNet-B0. #2-Core denotes #layers utilizing dual-core capacity. 𝑘 is threshold for supernet adaption.

DNN Model Phase Accuracy Model Size(MB)/CR Latency(ms) Eff-BW #2-Core 𝑘

MobileNetV2-1.0 Phase-1 (single-core) 83.8 1.50 / 1× 102.39 / 1× 5.58 - -
Phase-2 (dual-core) 84.2 1.61 / 1.07× 109.11 / 1.06× 5.97 2 6

MobileNetV3-Small Phase-1 (single-core) 76.2 1.16 / 1× 53.44 / 1× 6.42 - -
Phase-2 (dual-core) 74.6 1.12 / 0.97× 52.19 / 0.98× 6.29 1 5

EfficientNet-B0 Phase-1 (single-core) 85.7 3.41 / 1× 134.47 / 1× 5.35 - -
Phase-2 (dual-core) 82.8 3.19 / 0.94× 128.75 / 0.96× 5.02 1 7

results are shown in Figure 9(b). Compared to the computa-
tion latency, inter-core communication latency is minimal,
<3ms. We can interpolate the measured curve to estimate it
and follow the execution workflow shown in Figure 3(c) to
determine the execution latency for dual-core cases.

5.2 Discovered Architectures
Overall Performance. The overall results are presented in
Table 4. In terms of accuracy and efficiency trade-off, Adapt-
QNet demonstrates consistent advantages across various
DNNs and benchmarks. On CIFAR-10, compared to INT8
and mixed-INT models, our method achieves higher accu-
racy while maintaining a similar latency. For Mini-ImageNet,
we observe that the accuracy degradation from FP32 to INT8

is more pronounced for MobileNetV3-Small. However, our
method significantly improves accuracy (from 58.5% to 72.9%)
while achieving even better efficiency in model size and la-
tency. This highlights that AdaptQNet optimizes precision
at each layer to achieve better accuracy-efficiency trade-off.
PrecisionDistribution@ComputationIntensity.We sort
all layers/operators by the number of operations in descend-
ing order and categorize them into three equally sized groups:
high, medium, and low computational intensity. The pre-
cision distribution for MobileNetV3-Small is shown in Fig-
ure 9(d). Specifically, in the high-complexity group, INT4 pre-
cision dominates at 60%, followed by INT2 at 20%, showing
that high-complexity layers favor medium-to-low precision
configurations. This suggests that these layers are optimized
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Figure 10: The architecture of a MobileNetV2 variant identified by AdaptQNet with 17 Inverted Residual Blocks
(IRBs). Each IRB comprises three sub-parts: Expand Conv, Depthwise Conv, and Project Conv.

to maintain accuracy even with reduced precision through
our model search process. Similarly, medium-complexity
layers prefer medium-range precision, with INT8 and INT4
together accounting for 73.3%. Low-complexity layers, on
the other hand, prefer higher precision, with FP16 having
the highest proportion (46.7%) and FP32 accounting for 20%.
This suggests that maintaining higher precision in these lay-
ers is crucial for overall model accuracy, despite their lower
computational demands.
Precision Distribution@OperatorType. We analyzed the
precision distribution across different convolution types,
with the results shown in Figure 9(c). Expanded Conv ex-
hibits a balanced distribution between high and medium
precision, with FP16 and INT4 each accounting for 31.6% of
cases, while INT8 and INT2 represent 21.1% and 15.8%, re-
spectively. Depthwise Conv shows a preference for medium
precision, with INT8 dominating at 40% and INT4 at 30%.
Squeeze-and-excitation (SE) operators exhibit distinct pre-
cision preferences. SE-reduce favors higher precision, with
FP32 and FP16 together accounting for 44.4%, while main-
taining a balanced distribution across other precision levels.
In contrast, SE-expand tends toward lower precision, with
INT4 being themost common at 37.5%, followed by equal pro-
portions (25%) of INT8 and INT2. Project Conv prefer INT4
precision (57.1%), with others (FP16, INT8, and INT2) each
accounting for 14.3%. These patterns indicate that precision
requirements are closely tied to operator roles/types. While
expand Conv benefit from a balanced precision distribution,
project Conv can effectively operate at lower precision. SE
modules illustrate how precision requirements can vary even
within closely related operations, likely due to their differing
roles in feature refinement.
Generalization@Hardware Setting. We evaluate the gen-
eralization of AdaptQNet across different hardware settings
usingMobileNetV2/1.0 as a case. Specifically, we applyAdapt-
QNet under three configurations: (1) 384 KB RAM, (2) 512 KB
RAM (the same as in Table 4), (2) 1024 KB RAM, and (3) 512
KB RAM with half CPU frequency, i.e., higher latency. The
results are summarized in Table 6). With stricter memory

Table 6: Evaluation on Different Hardware Settings.

Setting Accuracy (%) Model Size Latency Eff-BW

(384KB, 𝑓cpu) 76.4 1.41 92.33 5.43
(512KB, 𝑓cpu) 83.8 1.50 102.39 5.58
(1024KB, 𝑓cpu) 84.7 1.89 156.54 6.14
(512KB, 1

2 𝑓cpu) 81.9 1.46 97.49 5.47

constraints or higher latency penalties, our system is driven
to search for a more compact model, with reduced accuracy.

5.3 Evaluation for Design Effectiveness
Effectiveness of Search Space Pruning. For MobileNetV2
model with an input size of 84×84×3 under a 384 KB RAM
constraint, we remove search space pruning (see Figure 5) to
examine its benefits. Without the hard memory constraint
enforced by pruning, the resulting model consumes 662 KB
of peak memory, far exceeding the 384 KB limit. In contrast,
with search space pruning, the final model achieves a peak
memory usage of 341 KB. This validates the contribution of
our design. Search space pruning not only reduces search
cost but also complements the search algorithm by ensur-
ing feasible solutions, as the algorithm applies only a soft
penalty to hardware constraints and cannot fully guarantee
the feasibility of final model.
Effectiveness of Dual-core SuperNet Search. We apply
our design based on results of all three models in Table 4
to demonstrate the benefits of our specialized search for
dual-core utilization. The results are shown in Table 5. For
𝑘 = 6(i.e., 6 layers with the smallest𝑚𝑎𝑥 (𝛼)), the phase-two
variant outperforms the phase-one model in accuracy while
also remain efficiency in model size and latency. As shown in
Figure 10, two project Conv layers in MobileNetV2/1.0 were
initially assigned INT4 precision in phase one. In phase-one
search, INT8 and INT4 represent similar trade-offs with dif-
ferent emphases: INT8 offers higher precision at the cost of
increased latency, whereas INT4 provides faster computation
with slightly reduced accuracy. During phase-two search,
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the architecture parameters are reset, effectively creating a
new optimization space. Combined with the incorporation
of dual-core features, it led to the adoption of previously
suboptimal precision (INT8) as part of the optimal solution.
INT4+INT8 combination ultimately outperforms other preci-
sion pairs. For MobileNetV3-Small and EfficientNet-B0, our
design yields more efficient models while maintaining their
accuracy. These results confirm the benefits of our design.

5.4 System Overhead Measurement
NAS Time Consumption. We monitor Algorithm 2 and
observe that it typically requires about 70 epochs (2.5 hours)
to converge on precision settings, and around 100 epochs
(3.6 hours) to fully converge on model weights.
Energy Consumption.We empirically measure the energy
consumption of MobileNetV2 at various precision. Specifi-
cally, we connect a 0.22Ω resistor with the external power
supply circuit and use an oscilloscope to measure the cur-
rent. The power is equal to the current × MCU’s supply
voltage, and energy consumption is determined by multi-
plying the root mean square power with the execution time.
FP32 model has the highest energy consumption (1250mJ)
due to heavy FP operations. INT8 model consumes the least
energy (300mJ), as quantized operations significantly reduce
computational overhead. The mixed FP32-INT8 model con-
sumes 490mJ, closer to the INT8 model than the FP32 model.
While energy efficiency is not our primary focus, introduc-
ing a few FP operations in critical layers only lead to certain
increase in energy consumption, while offering notable gains
in accuracy. Moreover, FPU and multi-core features are often
found in high-end MCUs with greater power capacity, and
we will explicitly incorporate operator-level energy profiling
for model search in future work.
Precision Conversion Overhead. Precision conversion
operations introduce some overhead. However, our empiri-
cal measurements show that such conversions take minimal
time, ranging from 0.003 to 0.011ms (0.02–0.07% of total infer-
ence latency). Thus, despite their frequent occurrence, con-
version operations do not impact the overall performance.

6 Related Work
DNNquantization andmix-precision quantization.Quan-
tization [6, 25, 29, 35] is widely recognized as an effective
method for DNN model compression. By reducing the bit
width (precision) of the model parameters, quantization not
only decreases the model size but also typically improves
inference efficiency. Initial research focused on unified quan-
tization [8, 15], e.g., from FP32 to INT8/4. However, different
layers in DNNs exhibit varying sensitivities to quantization,
which is advantageous for exploring mixed-precision quan-
tization [32, 33, 47, 49, 54]. Mixed-precision DNNs have also

been explored for MCUs [1, 7, 36, 45]. However, as summa-
rized in Table 1, they are limited to integer-only models.
AdaptQNet identifies an opportunity to utilize FPU to ex-
plore mixed FP-INT models on MCUs, achieving a better
trade-off between accuracy and efficiency.
Multiple xPU utilization for DNN inference. When the
system is equipped with multiple processing units, it is natu-
ral to optimally utilize them for computational acceleration.
Significant efforts have beenmade to leverage heterogeneous
processor cores on mobile devices to co-execute DNN mod-
els. CoDL[18] and 𝜇Layer[23] focused on efficiently utilizing
CPU/GPU on mobile devices to accelerate DNN inference.
Band [17], NN-stretch [48] and FYESR [13] go further by
incorporating DSP and NPU available on the latest devices.
However, little attention has been given to the heterogeneous
processing units widely available on MCU SoCs, and there is
a lack of designs to effectively utilize them. AdaptQNet aims
to fill this gap by modeling the capabilities of multi-core
MCU systems with ALU and FPU, and incorporating them
into the neural network architecture search process.

7 Limitation and Future Work
Mix-precision Granularity. In our work, the granularity
for mixed-precision configuration is set at the operator level,
primarily due to constraints posed by existing inference
framework [40]. However, our hardware features dual-issue
pipeline [43] to potentially support instruction-level gran-
ularity. However, it would significantly enlarge the search
space and make the search algorithm more challenging. Ad-
ditional efforts are required to balance these trade-offs.
MoreModel Supports. To extend our method for efficiently
supporting more complex model, e.g., RNNs or Transformers,
the number of precision options per layer should be reduced;
otherwise, the supernet size grows significantly. A poten-
tial solution is to perform per-layer sensitivity analysis to
identify partial bit-widths or combinations for search.
Further System Optimization. AdaptQNet currently mod-
els hardware capacity and arrange operators across cores
accordingly to maximize parallelization. We plan to explore
fine-grained operator scheduling to minimize idle time.

8 Conclusion
AdaptQNet is a novel MCU DNN system that determines
optimal precision assignments per layer to effectively utilize
FPUs and multi-core capabilities. Our approach automati-
cally searches for the best precision configuration by mod-
eling operator latency on heterogeneous processing units,
providing a more efficient solution than baselines. The resul-
tant mixed FP-INT models can achieve significant accuracy
gains while maintaining efficiency on MCUs.
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A APPENDIX
A.1 Pruning Efficiency
Here, b0(49) denotes the variant b0 of EfficientNet with 49 layers/operators, each with multiple precision branches. For certain
MobileNet variants, most FP32 branches were deemed infeasible and were pre-excluded to save time in subsequent searches.
This demonstrates the effectiveness of the pre-search pruning.

Figure 11: Search space pruning results for EfficientNet and MobileNet families.

B Artifact Appendix
B.1 Abstract
AdaptQNet is a comprehensive hardware-aware neural network optimization system that implements advanced mixed-
precision neural architecture search for efficient deployment on resource-constrained microcontrollers with FPU and dual-core
features. The artifact provides a complete implementation featuring: (1) Multi-stage DNAS (Differentiable Neural Architecture
Search) with first-stage mixed-precision search (FP32/FP16/INT8/INT4/INT2) and second-stage dual-core optimization; (2)
Support for MobileNetV2 architecture with configurable precision options. The system achieves 78-85% accuracy on CIFAR-10
with 2-8x memory reduction and 2-16x model size compression compared to FP32 baseline. The artifact enables reproduction
of key results including: two-stage DNAS convergence (50-100 epochs), dual-core precision distribution optimization, and
hardware-constrained performance analysis.

B.2 Artifact check-list (meta-information)
• Run-time environment: Linux/Ubuntu 18.04+, CUDA 11.0+
• Execution: Sequential training and search, 2-8 hours per experiment
• Metrics: Top-1 accuracy, memory usage, latency, model size, quantization efficiency
• Output: Trained models, search results, accuracy curves, memory/latency
• Experiments: Automated scripts with configurable parameters
• How much disk space required (approximately)?: 10 GB (including datasets)
• How much time is needed to complete experiments (approximately)?: 2-8 hours per model
• Publicly available?: Yes

B.3 Description
B.3.1 How to access.

• The artifact is publicly available on GitHub: https://github.com/jacksun12/aq-artifact
The repository contains all source code, configuration files, and documentation. Dataset will be automatically downloaded

during the first run. The total disk space required after unpacking is approximately 5-10 GB, including the datasets and trained
models.

B.3.2 Hardware dependencies. The artifact can run on standard computing hardware. To match configurations in this paper:
• CPU: Intel(R) Xeon(R) Platinum 8369B CPU @ 2.90GHz
• GPU: NVIDIA A6000 48GB x2
• Memory: 8GB RAM minimum, 16GB recommended
• Storage: 10GB free space
• OS: Linux/Ubuntu 18.04+
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B.3.3 Software dependencies.

• All dependencies are specified in requirements.txt and can be installed via pip.

B.4 Installation
Follow these steps to set up the environment:
(1) Clone the repository:

git clone https://github.com/jacksun12/aq-artifact.git
cd adaptqnet-artifact

(2) Create a conda environment (recommended):
conda create -n adaptqnet_env python=3.9
conda activate adaptqnet_env

(3) Install dependencies:
pip install -r requirements.txt

The installation process takes approximately 10 minutes, including dependency downloads.

B.5 Experiment workflow
The experimental workflow consists of two main stages. We provide two execution methods:

B.5.1 Method 1: Bash Script (Recommended for One-time Execution).
For automated fast execution of Stage 1 and Stage 2, use the provided bash script:

# Navigate to the DNAS search directory
cd Search_CIFAR10/dnas

# Run the automated bash script for all DNAS searches
bash run_all_dnas.sh

#Wait until the first bash finished, then navigate to the Dual-Core DNAS search directory
cd Search_CIFAR10/dnas_multicore

# Run the automated bash script for all DNAS searches
bash run_all_dnas.sh

The bash script automatically starts multiple DNAS search processes:
• MobileNetV2 mixed-precision search
• MobileNetV2 integer-only search
• MobilenetV2 multi-core search

B.5.2 Method 2: Python Script (Manual Control).
Phase 1: First Stage DNAS Search (2-6 hours per model)

cd Search_32x32_10_CIFAR10/dnas

PYTHONPATH=/root python dnas_search_cifar10_mbv2.py \
--tensor_analysis_json ../tensor_analysis_result/mbv2_cifar10_tensor_analysis_results.json \
--input_size 32

PYTHONPATH=/root python dnas_search_cifar10_mbv2.py \
--tensor_analysis_json ../tensor_analysis_result/mbv2_cifar10_tensor_analysis_results.json \
--input_size 32 \
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--int_only

Phase 2: Second Stage Dual-Core DNAS Search (1 hour per model)
cd Search_32x32_10_CIFAR10/dnas_multicore

python dnas_cifar10_search_multicore_mbv2.py \
--supernet_path ../dnas/mbv2_supernet_models/final_supernet_mbv2_mixed.pth \
--topk 2 --epochs 10 --lr 0.01 --temperature 0.5 \
--hardware_weight 0.0001 --batch_size 284

Phase 3: Evaluation and Visualization (5 minutes)
cd tensor_analysis
python tensor_latency_predictor.py
python quick_compression_calc.py

All experiments are automated through shell scripts and Python modules. The workflow produces trained models, search
results, accuracy curves, and performance analysis plots.

B.6 Evaluation and expected results
B.6.1 Key Results to Reproduce.

1. Mixed-Precision Quantization Performance:

• CIFAR-10 accuracy: 78-85% (depending on model and precision)
• Model size reduction: 2-16x depending on quantization level

2. Hardware-Aware Search Results:

• DNAS convergence: 50-100 epochs
• Precision distribution: INT4/INT2 for less critical layers
• Search time: 2-6 hours per model on single GPU

3. Expected Output Files:

• best_dnas_cifar10_*.pth: Best searched models
• training_curves_*.png: Training progress plots
• dnas_results_*/: Complete search results

B.6.2 MaximumAllowable Variation. Due to the stochastic nature of neural network training and search, some small differences
are expected.

• Accuracy variation: ±4%
• Training time variation: ±20% depending on hardware
• Memory usage variation: ±10% depending on certain hyperparameters, such as –input_size.

B.7 Experiment customization
The above commands can be customized in many ways:

B.7.1 Search Methods.

• –input_size can be replaces with different input resolutions to explore the balance between RAM usage, latency and
quantization effect

• –int_only can be removed for mixed-precision search (FP32/FP16/INT8/INT4/INT2)
• –tensor_analysis_json can be replaced with different analysis result files for various hardware constraints
• –epochs can be modified from 20-200 for different convergence requirements
• –lr can be replaced with values from 0.0001-0.01 for different learning rates
• –temperature can be adjusted from 0.0001-1.0 for different softmax sharpness
• –hardware_weight can be modified from 0.0001-0.01 for different hardware penalty emphasis
• –batch_size can be adjusted from 64-512 based on available GPU memory
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B.7.2 Multi-Core Search Parameters.
• –supernet_path can be replaced with different first-stage supernet models
• –topk can be adjusted from 1-10 to control the number of layers for dual-core optimization
• –epochs can be modified from 20-200 for different convergence requirements
• –lr can be replaced with values from 0.0001-0.01 for different learning rates
• –temperature can be adjusted from 0.0001-1.0 for different softmax sharpness
• –hardware_weight can be modified from 0.0001-0.01 for different hardware penalty emphasis
• –batch_size can be adjusted from 64-512 based on available GPU memory
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