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Abstract

Large Language Models (LLMs) are increas-
ingly deployed through conversational inter-
faces, yet strong single-turn performance does
not imply reliability in multi-turn settings.
Multi-turn assistance requires a model to main-
tain an evolving representation of user require-
ments and to reason over it before complying
with later requests. Failures can therefore be
subtle: models may fail to recognize a changed
constraint or hidden conflict, or recognize it
without enforcing it in the final response. Ex-
isting benchmarks primarily test fully specified
prompts, long-context recall, or controlled do-
main environments, leaving open-domain re-
quirement reconciliation undermeasured. We
introduce TurnFlow, an interactive benchmark
for evaluating whether models preserve, revise,
and act on user requirements across turns. Turn-
Flow combines adaptive user simulation with
verifiable judging, allowing conversations to
unfold naturally while keeping hidden require-
ments and pass/fail criteria controlled. In our
evaluation, 12 current LLMs achieve only a
27.5%–51.0% aggregate pass rate on 490 sce-
narios. The failures show that current LLMs
can remain fluent and cooperative while losing
the global state of the conversation, exposing
a gap between conversational helpfulness and
robust requirement reconciliation.

1 Introduction

Large Language Models (LLMs) are increasingly
deployed through conversational interfaces. Real-
world dialogues are often multi-turn, requiring
LLMs to maintain an evolving representation of
user intent, constraints, and preferences as the con-
versation unfolds (He et al., 2024; Deshpande et al.,
2025; Laban et al., 2025). Recent research has
identified the relative lack of multi-turn dialogue
benchmarks compared with single-turn dialogue
benchmarks (Zhou et al., 2023; Wen et al., 2024;
Zhang et al., 2025). Although several benchmarks

Stateful
avg. 68%

Override
avg. 55%

Collision
avg. 47%

Scope
avg. 14%

Goal
Shift

avg. 7%

0

25

50

75

100

Pa
ss

 ra
te

 (%
)

ANTH-O-4.6
Kimi
MiniMax
GLM

OAI-5.5
Qwen+
DS Pro

OAI-5.4-mini
DS Flash
GDM-3.1-Pro

Qwen30B
Qwen4B
mean

Figure 1: TurnFlow exposes uneven pass rates in multi-
turn dialogues across various challenge types. Low
pass rates indicate that existing LLMs may fail to track
changing requirements, resolve conflicts, enforce higher-
priority constraints, or adapt after the user’s goal shifts.

have been proposed to address this gap, they still do
not fully replicate realistic multi-turn dialogue in-
teractions. Long-context benchmarks (Zhou et al.,
2023; Wen et al., 2024; Zhang et al., 2025; Wu
et al., 2024) can test whether a model identifies
intent, constraints, or retrieved facts, but they do
not test whether the model can handle intents and
constraints that drift, conflict, or are overridden
over the course of a multi-turn conversation. Some
tool-use benchmarks introduce interactive feedback
through environments (Wang et al., 2024; Yao et al.,
2024; Barres et al., 2025), but they often rely on
fixed domains and constrained action spaces. Con-
versational benchmarks (Deshpande et al., 2025;
Laban et al., 2025) focus on more open-ended di-
alogue, but scripted or replayed user trajectories
fix the interaction history before the tested model
responds.

In principle, an ideal multi-turn LLM-agent
benchmark should approximate how users actu-
ally interact with LLMs: users react to the eval-
uated model’s intermediate responses rather than

https://x-easys.github.io/TurnFlow


Benchmark Domain Diversity Reactive User State Challenge Diversity Diagnostics

MT-Bench (Zheng et al., 2023) △ ✗ ✗ △ ✗

MTBench-101 (Bai et al., 2024) △ ✗ ✗ ✓ △

MultiChallenge (Deshpande et al., 2025) ✓ ✗ △ ✓ ✓

Lost-in-Multi-Turn (Laban et al., 2025) ✓ ✗ ✓ ✗ ✓

τ2-bench (Barres et al., 2025) ✗ ✓ ✓ △ ✓

SOTOPIA (Zhou et al., 2024) △ ✓ ✓ △ ✓

AMemGym (Jiayang et al., 2026) △ ✓ ✓ ✗ ✓

TurnFlow (ours) ✓ ✓ ✓ ✓ ✓

Table 1: Comparison with representative multi-turn and agent-conversation benchmarks. ✓ indicates a primary
design target, △ partial coverage, and ✗ not a primary target. “Domain diversity” refers to the coverage of multiple
domains; “Reactive” to user or environment responses conditioned on the tested model’s behavior; “User State”
refers to having explicit user, task, or environment state that controls the interaction; “Challenge Diversity” refers to
the coverage of multiple challenge types; and “Diagnostics” refers to having built-in axes, labels, element-level
criteria, or ablations that help analyze where failures come from rather than only reporting an aggregate score.

following a fixed trajectory. Meanwhile, the bench-
mark should cover diverse dialogue domains and
challenge types, and be equipped with judges capa-
ble of determining task completion based on user
states/constraints accumulated across turns, while
also providing diagnostic findings. As summarized
in Table 1, none of the prior relevant efforts satisfies
all these aspects.

To fill this gap, we propose TurnFlow, a scene-
guided user-simulation framework for benchmark-
ing user-state reasoning in multi-turn LLM agents.
Figure 2 provides an overview of its three core
modules: the scene constructor, reactive user simu-
lator, and response verifier. Specifically, the scene
constructor transforms web-derived domain seeds
into diverse scenario specifications that govern
the conversations in which the evaluated model
participates. These specifications encode latent
contextual elements, including constraints and
user personas, staged user objectives, and veri-
fiable outcome criteria. The reactive user simu-
lator, named BRIDGE (Behavior-Rule-Informed
Dialogue Generation Engine), subsequently inter-
acts with the evaluated model while faithfully ad-
hering to the corresponding scenario specification.
Finally, the response verifier takes as input the rele-
vant facts and the required and prohibited outcomes
specified by the scenario, extracts supporting evi-
dence from the model’s final response, and deter-
mines whether it satisfies the predefined criteria.
Figure 3 illustrates a concrete example in which
a beginner’s Excel VBA inventory tracker gradu-
ally expands to include barcode scanning, Square
POS integration, real-time synchronization across
multiple locations, supplier automation, and de-

mand forecasting. When the final user request asks
for a timeline to build the entire system within a
couple of months, the correct response must rec-
ognize that the accumulated scope has become an
enterprise-level software project and reject the pro-
posed timeline rather than merely comply with the
latest request.

As shown in Figure 1, TurnFlow reveals failure
patterns in multi-turn dialogues across 5 challenge
types, including missed state updates, unchecked
scope expansion, unresolved constraint conflicts,
weak priority enforcement, and obsolete plans af-
ter goal shifts. In our extensive evaluation, 12
advanced LLMs achieve aggregate success rates
of only 27.5%–51.0%. These results suggest that
current LLMs often remain locally helpful while
producing final responses that are globally invalid
under the accumulated conversation state.

Our contributions are summarized as follows:

• We identify the gap in prior multi-turn bench-
marks and introduce TurnFlow to fill this gap,
with 490 scenarios covering 5 challenge types
and 9 real-world domains for benchmarking user-
state reasoning in multi-turn LLM agents.

• We design BRIDGE, a structured reactive user
simulator that conditions user turns on the tested
model’s replies while keeping dialogue behavior
grounded in the scenario specification, thereby
mimicking realistic multi-turn interactions.

• We develop a rigorous verifier and evaluate ad-
vanced LLMs under TurnFlow. Our results show
that these models often remain locally helpful
across turns while producing globally invalid fi-
nal responses, uncovering diverse failure patterns
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Figure 2: TurnFlow Workflow. Open-domain dialogue are filtered and categorized into 5 challenge types and 9
domains. Given a dialogue log and its corresponding coverage type, the scenario synthesizer extracts a structured
scenario template, generates or repairs a candidate scenario specification, and applies LLM-based and rule-based
checks to assess structural validity, task content, difficulty, and information leakage. Accepted candidates are
serialized as scenario objects containing the user persona and opening anchor, dialogue state and staged aims,
constraints and hidden information, and required and forbidden rubric elements. Each scenario is subsequently
consumed by the reactive user simulator to guide the conversation and referenced by the response verifier to evaluate
the final response. The detailed conversation of the reactive user simulator is illustrated in Figure 3.

in user-state reasoning. This benchmark can help
diagnose multi-turn interaction failures and guide
the development of more reliable LLM agents.

2 Related Work

Instruction-following and Multi-turn Bench-
marks. Instruction-following benchmarks (Zhou
et al., 2023; Wen et al., 2024; Zhang et al., 2025;
He et al., 2024; Qin et al., 2025) verify whether
models satisfy explicit constraints in single-turn
prompts. Multi-turn benchmarks (Zheng et al.,
2023; Bai et al., 2024; Kwan et al., 2024; Wu et al.,
2024; Deshpande et al., 2025; Laban et al., 2025)
broaden to dialogue-grounded behavior, and open-
ended systems (Lin et al., 2025; Chiang et al., 2024)
capture real-user or preference signals. Most prior
work evaluates fixed prompts, static transcripts, or
predetermined user trajectories, thereby leaving re-
active user behavior largely outside the evaluation
loop. TurnFlow addresses this gap by integrating
controlled reactive users with challenge-specific
semantic evaluation criteria.

LLM-based User Simulator. LLM-based user
simulators make interactive evaluation scalable.
They have been deployed in task environ-
ments (Yao et al., 2024; Barres et al., 2025;

Wang et al., 2024; Chen et al., 2025a), goal-
shift settings (Rana et al., 2025), and tutoring dia-
logues (Macina et al., 2023). Recent studies (Laban
et al., 2025; Dou et al., 2025; Sekulić et al., 2024;
Wang et al., 2025; Zhang et al., 2026; Chen et al.,
2025b) document substantial variation in simulator
behavior across user-side models, personas, and
patterns of goal drift. In model-contingent dia-
logue, such variation directly determines whether
the evaluated model is prompted to seek clarifi-
cation or allowed to proceed from an erroneous
premise. TurnFlow therefore treats the user simu-
lator as an integral component of benchmark de-
sign, employing hidden state, aim-level control,
and policy-conditioned generation to make reactive
behavior transparent and auditable.

Reliable LLM-as-Judge Evaluation. Open-
ended LLM judges (Zheng et al., 2023) can eval-
uate semantically complex responses but remain
sensitive to prompt formulation and stochastic
variation across runs, whereas verifiable bench-
marks (Zhou et al., 2023; Wen et al., 2024; He et al.,
2024) reduce ambiguity by decomposing evalu-
ation criteria into atomic conditions. Multi-turn
semantic evaluation requires both capabilities: rele-
vant evidence may be distributed throughout the di-



Aim 0: Initial Scope

“I want a small inventory tracker for my candle business.
I have learned Excel VBA for about two months.”

“Excel VBA is the absolute perfect tool for building a 
custom inventory tracker.”

Reactive User Simulator Evaluated LLM Agent

…

Aim 3 · Barcode Scanning

“Could I add barcode scanning—just scan and update 
stock?”

“A physical barcode scanner is easy with VBA; it 
acts like keyboard input.”

PERCEIVE (replay)  
     physical-scanner workaround keeps the VBA frame
DECIDE  advance → aim_4   
GENERATE  Square POS request

BRIDGE Think

Aim 4 · Barcode Scanning

“Can Square sales automatically deduct from inventory?”

“Direct API access is too complex—but a Square 
CSV import is a perfect VBA project.”

…

Aim 5 · Multi-location Sync

“I now have three stalls plus Etsy. Can inventory sync 
across all four in real time?”

“Excel VBA is no longer the right tool. This is 
enterprise-level software.”

PERCEIVE (replay)  
     enterprise scope recognized; position changed
DECIDE  advance → aim_6   
GENERATE  supplier request

Aim 6 · Supplier Automation

“Can it automatically email my supplier when stock is 
low?”

“Outlook email is a classic, beginner-friendly VBA 
trick.”

PERCEIVE (replay)  email automation reframed as 
feasible VBA
DECIDE  advance → aim_7   
GENERATE  forecast request

Aim 7 · Forecasting

“Can it forecast next month’s best-selling scents and show 
a dashboard?”

“Excel has FORECAST.ETS—you do not need a 
data-science degree.”

All Aims Delivered  
→  Probe_due (Deterministic)  
→  Final Probe

“Can you map out a timeline for all of this? Would a 
couple months be enough?”

“We can absolutely build it in a couple of months … 
Here is a step-by-step timeline.”

…

Figure 3: A specific example (Challenge Type: Scope Creep) illustrating the reactive user simulator (BRIDGE)
workflow in TurnFlow. Specifically, the conversation progressively expands a beginner-oriented Excel tracker into
an enterprise-grade system. The user simulator advances through a sequence of staged aims before issuing the
final probe. Although the evaluated model recognizes the accumulated complexity, it still provides a month-level
implementation plan, leading the rubric-based response verifier to return FAIL as shown in Figure 2.

alogue, yet the final verdict must remain grounded
in explicit required and forbidden outcome criteria.
TurnFlow therefore confines the LLM to narrowly
scoped evidence extraction and subsequently ap-
plies rules to produce an auditable verdict.

3 TurnFlow: Benchmark Design

Scenario specification is a core component of Turn-
Flow. As shown in Figure 2, it is produced by our
scenario constructor and subsequently consumed
by both the user simulator and the response ver-
ifier. Each specification consists of the essential
information needed to specify a multi-turn dialogue
interaction, including:
• information bank: the case state and persona that

define the underlying context and user character-
istics shaping the dialogue style;

• stage aims: specifying the dialogue agenda
and enabling progressive information disclosure
across turns;

• task-completion criteria: providing the basis for
judging whether the final response successfully
satisfies the task.

This representation is more structured than a
scripted transcript. It enables the user simulator
to react dynamically to the evaluated model, while
the aim sequence controls when new facts and con-
straints are disclosed. It also supports the verifier
in auditing the final response. The detailed field
schema is provided in Appendix A.

In the following, we describe how we generate

diverse scenario specification (§3.1), design a re-
active user simulator that behaves according to a
given scenario specification (§3.2), and reliably as-
sess the correctness of responses produced by the
evaluated LLMs (§3.3).

3.1 Scenario Constructor

Scenario Domain. To ensure benchmark compre-
hensiveness, we aim to cover diverse dialogue do-
mains in everyday scenarios. We therefore summa-
rize seed scenarios from publicly available web di-
alogues and open-domain user–assistant conversa-
tions, including interactions captured by large pub-
lic corpora (Zheng et al., 2024; Zhao et al., 2024),
and ultimately identify 9 domains. As shown in
Figure 4, these domains include travel and reloca-
tion, food and dining, home and household plan-
ning, healthcare, finance and purchases, digital and
technical support, education, events, and career or
business decisions.
Challenge Type. Orthogonal to dialogue domains,
we define 5 challenge types to capture representa-
tive complexities commonly observed in realistic
multi-turn interactions (He et al., 2024; Wu et al.,
2024; Laban et al., 2025; Rana et al., 2025).
• Stateful Multi-Constraint Following. We progres-
sively introduce distractors to test whether LLMs
can maintain correct state updates and associate
them with correct entities across multiple turns.
• Scope Creep. We intentionally expand a request
beyond specified constraints or available capacity
to test whether LLMs can correctly decline, con-
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strain, or redirect the request.
• Constraint Collision. We introduce constraints
at different turns of dialogue to test whether LLMs
can jointly reason over them.
• Preference Override. We introduce both hard
rules and soft preferences to test whether LLMs
can correctly apply priority ordering when the two
conflict.
• Goal Shift. We mimic explicit user changes to the
dialogue goal to test whether LLMs can correctly
discard obsolete goals and adapt to the new one.

By imposing the above challenges across diverse
dialogue domains, our benchmark can stress-test
the capabilities of existing LLMs in realistic multi-
turn dialogue settings. With these challenge types,
our benchmark can isolate interaction-level failures
that are difficult to expose in single-turn settings.
Construction Workflow. We then implement a
two-stage LLM-assisted construction pipeline to
generate the scenario specification. As shown in
Figure 2, the Scenario Constructor first filters open-
domain dialogue logs and assigns each selected
log to a challenge–domain coverage pair. Within
the Scenario Synthesizer, Task Extraction converts
the selected log and coverage pair into a structured
Scenario Template. TaskGen then instantiates a
candidate Scenario Specification, while TaskRe-
pair revises candidates that receive repairable feed-
back. Before admission, a construction-time LLM
and rule-based verifier checks four dimensions.
Structure verifies required fields, schema well-
formedness, and internal reference resolution. Task

Content checks semantic coherence, state and en-
tity grounding, and whether the required and forbid-
den criteria are derivable from the scenario state.
Difficulty ensures that the intended challenge is
non-trivial and genuinely requires multi-turn re-
quirement reconciliation. No-Leakage rejects sce-
narios whose anchor or early aims prematurely ex-
pose the final probe, expected decision, or scor-
ing target. Accepted candidates are serialized as
scenario.json and shared by the reactive user simu-
lator and the response verifier. Prompt templates,
field definitions, and lower-level validation rules
are provided in Appendix A. To ensure scenario
quality, we apply automatic checks for structure
completeness, target-entity grounding, difficulty,
and answer leakage before admitting a candidate. A
separate human audit of 100 scenario specification
accepts 90% for constraint/disclosure plausibility,
93% for final-challenge derivability, and 89% for
criterion validity; 87% satisfy all three dimensions
(Appendix F.3).

3.2 Reactive User Simulator
We design a reactive user simulator, called
BRIDGE, that consumes scenario specification and
automatically advances dialogues turn by turn with
the evaluated LLMs. BRIDGE features 3 modules:

• Perception(PERCEIVE/Replay): an LLM-based
state reader that, given the model’s last message,
the active aim, the recent dialogue context, and
relevant hidden constraints, extracts assistant ac-
tions, asked questions, satisfied and unsatisfied
criteria, information gaps, violations, and the ten-
sion level.

• Decision(DECIDE): a rule-based policy layer that
maps the perception result and the active aim
to a response type and payload through a fixed
priority over options including correction, infor-
mation filling, contradiction exposure, constraint
escalation, and topic completion.

• Generation(GENERATE): an LLM-based generator
that converts the selected policy, payload, per-
sona, and hidden-state guidance into a natural
dialogue.

The role-separated design of BRIDGE is criti-
cal for ensuring that the simulator adheres to the
scenario specification. In our empirical tests, a
free-form LLM simulator could drift away from
the scenario state or disclose facts at unintended
times, while a purely template-based script would
lose the adaptivity required for model evaluation.



BRIDGE therefore keeps the decision of what the
user should do inspectable, while allowing an LLM
to control how the specific turn is phrased. Its fixed
decision mapping is deliberately model-agnostic:
PERCEIVE maps an open-ended response to its se-
mantic consequence for the active aim, so different
surface-level failure styles receive the same user-
side action when they have the same state effect.
This preserves comparable user behavior across
tested models. The aim sequence in scenario speci-
fication can also specify the user simulator’s stance
toward the evaluated model at a given turn, such
as accepting a suggestion, resisting it, withhold-
ing pivotal information, or expressing uncertainty.
These controls allow the same structured payload
to be realized in a way that remains consistent with
the persona and current aim.

3.3 Response Verifier
Each scenario’s expected outcome is expressed
through atomic elements and scenario-specific cri-
teria defined before simulation, as shown in Fig-
ure 2. These elements fall into two categories:
• Required elements specify facts, decisions, or
warnings that LLMs must include in responses.
• Forbidden elements specify claims or actions that
LLMs must avoid.

Inspired by IFEval (Zhou et al., 2023), each ele-
ment is formulated as a single testable claim linked
to the scenario state. Beyond the universal crite-
rion that all required elements must be present and
all forbidden elements must be absent, we further
define fine-grained criteria that specify how these
elements combine into a scenario-level success,
including thresholds, groups, and veto conditions
when applicable. Here, globally invalid means vio-
lating these pre-specified task rules under the accu-
mulated conversation state, not a universal prefer-
ence for refusal. Stateful, Collision, and Override
scenarios generally require completing the task un-
der the active constraints; Scope Creep and Goal
Shift require pausing or redirecting only when the
predefined state makes the latest execution frame
invalid. An unnecessary refusal can itself miss
required outcomes.

The evaluator separates evidence extraction from
verification logic. An LLM-based verifier maps
the model’s final response to structured evidence
variables, and deterministic scenario-specific crite-
ria decide pass/fail by checking required elements,
forbidden elements, and veto conditions. This sep-
aration is important because open-form dialogue

answers rarely match a single reference string, but
a free-form verifier can collapse evidence match-
ing, criterion composition, and final scoring into an
unstable decision that depends on the its reasoning
path. Our method instead uses the LLM only to
identify and extract observable evidence, leaving
the scenario-specific criteria and verification rule
to explicit code. This preserves paraphrase toler-
ance while keeping the verification auditable and
reproducible.

4 Evaluation

We structure the experiments around our central
claim: current LLMs can remain locally helpful
while failing to reconcile the accumulated require-
ment state at the final decision point. We first iden-
tify this failure profile (§4.2), then test the BRIDGE
trajectory fidelity (§4.3), interaction-path depen-
dence (§4.4), and the effect of fixed or borrowed
trajectories (§4.5). Finally, we test robustness to
simulator and verifier substitution (§4.6). Appen-
dices I and K report lightweight interventions and
representative trajectories.

4.1 Experimental Setup

Evaluated Models. We evaluate closed-source
LLMs including OAI-5.5, OAI-5.4-mini, ANTH-
O-4.6, GDM-3.1-Pro, and open-source LLMs in-
cluding DeepSeek-V4-Pro, DeepSeek-V4-Flash,
Qwen3.6-Plus, Qwen-3-4B, Qwen-3-30B, GLM-
5, Kimi-K2.5, MiniMax-M2.7 (Yang et al., 2025;
DeepSeek-AI, 2026; Team et al., 2026; Qwen-
Teams, 2026; Zeng et al., 2026; MiniMax, 2026).

User Simulator and Response Verifier Setting.
All main runs use the same BRIDGE user simulator
and the same response verifier, so model compar-
isons vary only the model under test. The sim-
ulated user controls information disclosure from
the hidden scenario state, while the tested model
sees only the dialogue history. The verifier uses
an LLM extractor followed by deterministic rule
code. Scenario-level pass rates are computed on
the stability-filtered pool, and the average column
in Table 2 is the mean over the five challenge cat-
egories. Additional configuration details are re-
ported in Appendix C.

4.2 Multi-Turn Pass Rate

Table 2 summarizes the overall results. The domi-
nant performance pattern is category-specific rather



Model Challenge Category Avg.
Stateful Scope Collision Override Goal Shift

A ANTH-O-4.6 89.0 19.0 69.0 63.9 14.0 51.0
DS DeepSeek-V4-Flash 61.0 5.1 51.0 52.6 1.8 34.3
DS DeepSeek-V4-Pro 70.4 11.4 44.0 53.6 5.2 36.9
G GDM-3.1-Pro 59.0 1.3 45.0 54.6 0.9 32.2
Z GLM-5 72.0 24.1 48.0 55.7 1.8 40.3
K Kimi-K2.5 73.0 49.4 31.0 55.7 26.3 47.1
M MiniMax-M2.7 76.0 31.6 39.0 55.7 11.4 42.7
O OAI-5.4-mini 63.0 5.1 57.0 53.6 4.4 36.6
O OAI-5.5 77.8 3.8 49.0 62.9 5.9 39.9
Q Qwen-3-30B 54.0 1.3 43.0 47.4 0.9 29.3
Q Qwen-3-4B 49.0 1.3 44.0 42.3 0.9 27.5
Q Qwen3.6-Plus 73.0 8.9 40.0 63.9 7.9 38.7

Table 2: Multi-turn pass rates (%) of various LLMs on the TurnFlow benchmark across 5 challenge categories.

than model-specific. Models perform compara-
tively well on categories in which the final response
can be corrected by tracking or integrating explicit
constraints, such as Stateful Multi-Constraint Fol-
lowing, Constraint Collision, and Preference Over-
ride. Scope Creep and Goal Shift are considerably
more challenging, as success requires resisting the
user’s late-stage framing or abandoning a plan that
was previously appropriate. This difference sup-
ports our hypothesis that the central difficulty lies
not merely in retaining facts across turns, but in
reconstructing and reasoning over the complete re-
quirement state when the conversation encourages
a locally helpful yet globally invalid response.

In terms of various LLMs, no model approaches
ceiling performance, and even the strongest model
overall fails on approximately half of the test
cases. No single model achieves consistently supe-
rior performance across all challenge types. OAI-
5.5 slightly exceeds Kimi-K2.5 on Stateful Multi-
Constraint Following (77.8% vs. 73.0%), where
success often requires precise lifecycle updates to
explicit constraints. Kimi-K2.5, however, substan-
tially exceeds OAI-5.5 on Scope Creep (49.4% vs.
3.8%) and Goal Shift (26.3% vs. 5.9%). Audited
traces suggest that OAI-5.5 often surfaces risks but
continues within the user’s latest execution frame,
whereas Kimi-K2.5 more readily pauses and re-
opens the underlying premise.

4.3 BRIDGE Trajectory Fidelity

We then examine whether the user simulator reli-
ably exposes the facts, constraints, and trap con-
ditions specified by each scenario. We compare
BRIDGE with two alternative user strategies on the
same diagnostic set:
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Figure 5: A trajectory passes Fidelity-AC only if it de-
livers the intended final trap at the right point, faithfully
discloses task-critical content, and keeps the task presen-
tation free of self-solving, contradiction, or premise drift.
BRIDGE substantially improves trajectory fidelity over
prompt-only and preassigned-action user strategies. We
sampled 40 scenarios for this evaluation. Per-challenge
counts are reported in Appendix G.

• a prompt-only user that receives the complete
scenario state and autonomously determines what
information to disclose;
• a preassigned-action user that predefines the turn-
level instructions regarding the information, con-
straints, and hidden persona attributes to reveal, but
does not incorporate the full BRIDGE design.

All three methods use the same user-simulator
backbone and model responder, differing only in
how the user trajectory is controlled. We evaluate
trajectory fidelity using Fidelity-AC, a manual as-
sessment protocol under which a trajectory passes
only if it preserves the intended final trap, faithfully
discloses all task-critical information, and avoids
self-solving, incoherence, and premise drift.

Figure 5 shows that BRIDGE produces substan-
tially higher trajectory fidelity than other alterna-
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tives. Fixed-disclosure user may still present the
trap while omitting a key fact, revealing the cor-
rect answer too early, or contradicting earlier turns.
Prompt-only user often close the task prematurely
or let distractors displace the final test. BRIDGE
instead keeps the dialogue responsive while main-
taining the benchmark state until the final decision
point. In a separate audit, three annotators eval-
uated 40 BRIDGE trajectories, yielding average
scores of 4.4/5 for naturalness, 4.6/5 for coher-
ence, and 4.4/5 for persona and stylistic consis-
tency; only 5.8% were flagged as template-like
(Appendix F.2).

4.4 Single-Turn Recovery Diagnostic

We next investigate whether these failures stem
from intrinsically unsolvable tasks or from compli-
cations introduced by the interaction trajectory. For
cases that consistently fail under the default multi-
turn setting, we consolidate all user-side facts, con-
straints, and the final query into a single prompt.
This setting serves as a diagnostic rather than a
deployment baseline: by eliminating intermediate
model commitments and turn-by-turn drift, it as-
sesses whether the consolidated requirement set re-
mains difficult independently of the conversational
path. As a calibration check, we apply the same col-
lapsing procedure to cases that consistently pass.

Figure 6 reports the diagnostic results for each
model, averaged across the 5 challenge categories.
A substantial proportion of multi-turn failures be-
come solvable when the same information is pre-
sented upfront, while stable-pass cases remain
largely unaffected. These findings suggest that
many failures arise from the multi-turn interaction

process rather than from intrinsically unsolvable
tasks. Scope Creep cases illustrate this mechanism
particularly clearly: models may initially recognize
capacity constraints but gradually accommodate es-
calating user demands and ultimately produce an
execution plan. When the same constraints are pre-
sented simultaneously, however, models are more
likely to detect the mismatch in scale and either
refuse the request or redirect the user toward a fea-
sible alternative. Multi-turn dialogue can induce a
path-dependent decision state in which intermedi-
ate commitments override active requirements.

Additionally, we reran a 200-scenario subset
using explicit state-tracking cues, visible sum-
maries of the accumulated state, and post-response
self-correction. The gains are strongly model-
specific: explicit state tracking improves Qwen3.6-
Plus by 3.6%, state summaries improve OAI-5.5 by
7.3%, self-correction improves DeepSeek-V4-Pro
by 4.7%. Nevertheless, no intervention increases
the aggregate pass rate across the sampled subset
by more than 0.6%. Appendix I presents more
detailed results and corresponding failure analysis.

4.5 Reactive vs. Fixed and Replayed
Evaluation

We investigate whether common shortcuts used
in open-domain multi-turn benchmarks measure
the same capability as the reactive interactions in
TurnFlow (Zheng et al., 2023; Bai et al., 2024;
Deshpande et al., 2025; Laban et al., 2025).

Specifically, we compare BRIDGE with the fol-
lowing alternatives:
• FTA scoring: evaluates only the final-turn re-
sponse after providing the model with a prefixed
dialogue history;
• Replay setting: reuses a frozen user trajectory
generated either by the same model in a previous
run or by a different model;
• Fixed Disclosure: bypasses the LLM user simu-
lator and presents the prescribed scenario informa-
tion through deterministic templates.

We further examine whether a frozen trajectory
can be reused independently of the model that gen-
erated it. For each scenario, we form ordered
source–target model pairs in two directions. In
the forward direction, the source model receives
PASS and the target model receives FAIL under
their respective native BRIDGE interactions. In
the reverse direction, the source receives FAIL and
the target receives PASS. Cross-replay replaces the
target’s native user turns with the source model’s
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frozen user turns, whereas Cross-FTA provides the
source model’s full dialogue prefix and evaluates
only the target model’s final response. The controls
flip means the model reuse a trajectory previously
generated by itself.

Figure 7(a) shows that FTA, Replay, BRIDGE,
and Fixed Disclosure achieve pass rates of 32.5%,
35.0%, 36.5%, and 43.5%, respectively. The +7.0-
point advantage of Fixed Disclosure over BRIDGE
should not be interpreted as better user simulation.
Fixed Disclosure deliberately removes LLM-user
omissions, paraphrasing variation, and response-
dependent information placement, making the accu-
mulated state more explicit to the evaluated model.
The result therefore suggests that mechanically pre-
senting the prescribed turn-level information sim-
plifies the evaluation relative to a reactive conver-
sation.

FTA and Replay obtain pass rates of 32.5% and
35.0%, lower than BRIDGE. In addition, Figure 7b
indicates that Cross-replay and Cross-FTA produce
forward pass lifts of 45.8% and 62.5%, and reverse
fail lifts of 54.2% and 60.4%, respectively. Thus, in
both directions, replacing the target’s native inter-
action with the source trajectory frequently moves
the target verdict toward the source verdict. By con-
trast, the corresponding control flip rates are only
3.6% and 0.0%. If frozen trajectories were model-
neutral, cross-model transfer should not move tar-
get verdicts toward the source substantially more of-
ten than these controls. The large and bidirectional
effects therefore indicate that reused trajectories
carry source-specific interaction history, making
the evaluation source-model dependent.

4.6 Sensitivity to the Backbone LLM

On a stratified subset of 100 scenarios, replac-
ing BRIDGE’s GDM-3-Flash backbone with ei-
ther OAI-5.4-mini or DeepSeek-V4-Flash alters
the pass rate of each evaluated model by at most
4%. Holding model responses and deterministic de-
cision rules fixed, substituting the LLM backbone
used for evidence extraction yields pairwise verdict
agreement rates of 92%–96%, while each extractor
agrees with human judgments on 88%–90% of the
audited cases. The complete results are provided
in Appendix H.

5 Conclusion

We introduce TurnFlow, an interactive multi-turn
dialogue benchmark designed to evaluate whether
state-of-the-art LLMs can preserve, revise, and act
upon evolving user states and requirements across
conversational turns. Across 12 LLMs, aggregate
pass rates range from 27.5% to 51.0%, with partic-
ularly pronounced failures on challenge types of
Scope Creep and Goal Shift. Lightweight interven-
tions based on explicit state tracking, accumulated-
state summaries, and self-correction yield targeted,
model-specific gains but provide no universally
effective remedy. These findings underscore the
value of TurnFlow and highlight a critical direction
for improving LLMs: robust conversational assis-
tants should continuously maintain and reconcile
the evolving user state (intentions, constraints, pref-
erences, etc.) and ground their responses in this
accumulated state.



Limitations

TurnFlow is designed as a controlled stress test
rather than an estimate of the prevalence of these
interaction patterns in everyday conversations. The
current scenario authoring relies on a single model
family. Although the 100-scenario validity audit
supports their plausibility, it does not validate ev-
ery benchmark item. BRIDGE relies on controlled
aims rather than a fully branching human policy,
and the 40-trajectory human audit cannot capture
the full spectrum of noisy, emotional, or incon-
sistent user behavior. The required and forbid-
den criteria are fixed and auditable; however, they
constitute authored conversational policies rather
than externally executable rules. Greater authoring-
model diversity, broader human evaluation, and
more comprehensive simulator-policy therefore re-
main important directions for future work.
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Ivan Sekulić, Silvia Terragni, Victor Guimarães, Nghia
Khau, Bruna Guedes, Modestas Filipavicius, An-
dre Ferreira Manso, and Roland Mathis. 2024. Reli-
able llm-based user simulator for task-oriented dia-
logue systems. In Proceedings of the 1st Workshop
on Simulating Conversational Intelligence in Chat
(SCI-CHAT 2024), pages 19–35.

Kimi Team, Tongtong Bai, Yifan Bai, Yiping Bao,
SH Cai, Yuan Cao, Y Charles, HS Che, Cheng
Chen, Guanduo Chen, and 1 others. 2026. Kimi
k2. 5: Visual agentic intelligence. arXiv preprint
arXiv:2602.02276.

Qian Wang, Jiaying Wu, Zichen Jiang, Zhenheng Tang,
Bingqiao Luo, Nuo Chen, Wei Chen, and Bingsheng
He. 2025. Llm-based human simulations have not
yet been reliable. arXiv preprint arXiv:2501.08579.

Xingyao Wang, Zihan Wang, Jiateng Liu, Yangyi Chen,
Lifan Yuan, Hao Peng, and Heng Ji. 2024. Mint:
Evaluating llms in multi-turn interaction with tools
and language feedback. In International Conference
on Learning Representations, volume 2024, pages
32593–32627.

Bosi Wen, Pei Ke, Xiaotao Gu, Lindong Wu, Hao
Huang, Jinfeng Zhou, Wenchuang Li, Binxin Hu,
Wendy Gao, and Jiaxin Xu. 2024. Benchmarking
complex instruction-following with multiple con-
straints composition. Advances in Neural Informa-
tion Processing Systems, 37:137610–137645.

Di Wu, Hongwei Wang, Wenhao Yu, Yuwei Zhang,
Kai-Wei Chang, and Dong Yu. 2024. Longmemeval:
Benchmarking chat assistants on long-term interac-
tive memory. arXiv preprint arXiv:2410.10813.

An Yang, Anfeng Li, Baosong Yang, Beichen Zhang,
Binyuan Hui, Bo Zheng, Bowen Yu, Chang Gao,
Chengen Huang, and Chenxu Lv. 2025. Qwen3 tech-
nical report. arXiv preprint arXiv:2505.09388.

Shunyu Yao, Noah Shinn, Pedram Razavi, and Karthik
Narasimhan. 2024. τ -bench: A benchmark for tool-
agent-user interaction in real-world domains. arXiv
preprint arXiv:2406.12045.

Aohan Zeng, Xin Lv, Zhenyu Hou, Zhengxiao Du,
Qinkai Zheng, Bin Chen, Da Yin, Chendi Ge,
Chenghua Huang, Chengxing Xie, and 1 others. 2026.
Glm-5: from vibe coding to agentic engineering.
arXiv preprint arXiv:2602.15763.

Tao Zhang, Chenglin Zhu, Yanjun Shen, Wenjing Luo,
Yan Zhang, Hao Liang, Fan Yang, Mingan Lin, Yu-
jing Qiao, and Weipeng Chen. 2025. Cfbench: A
comprehensive constraints-following benchmark for
llms. In Proceedings of the 63rd Annual Meeting of
the Association for Computational Linguistics (Vol-
ume 1: Long Papers), pages 32926–32944.

Xiaoyuan Zhang, Yizhe Huang, Chengdong Ma, Zhixun
Chen, Long Ma, Yali Du, Song-Chun Zhu, Yaodong
Yang, and Xue Feng. 2026. Social world model-
augmented mechanism design policy learning. Ad-
vances in Neural Information Processing Systems,
38:111699–111720.

Wenting Zhao, Xiang Ren, Jack Hessel, Claire Cardie,
Yejin Choi, and Yuntian Deng. 2024. Wildchat: 1m
chatgpt interaction logs in the wild. arXiv preprint
arXiv:2405.01470.

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Tianle
Li, Siyuan Zhuang, Zhanghao Wu, Yonghao Zhuang,
Zhuohan Li, Zi Lin, and Eric Xing. 2024. Lmsys-
chat-1m: A large-scale real-world llm conversation
dataset. In International Conference on Learning
Representations, volume 2024, pages 22225–22257.

Lianmin Zheng, Wei-Lin Chiang, Ying Sheng, Siyuan
Zhuang, Zhanghao Wu, Yonghao Zhuang, Zi Lin,
Zhuohan Li, Dacheng Li, and Eric Xing. 2023. Judg-
ing llm-as-a-judge with mt-bench and chatbot arena.
Advances in neural information processing systems,
36:46595–46623.

Jeffrey Zhou, Tianjian Lu, Swaroop Mishra, Sid-
dhartha Brahma, Sujoy Basu, Yi Luan, Denny Zhou,
and Le Hou. 2023. Instruction-following evalu-
ation for large language models. arXiv preprint
arXiv:2311.07911.

Xuhui Zhou, Hao Zhu, Leena Mathur, Ruohong Zhang,
Haofei Yu, Zhengyang Qi, Louis-Philippe Morency,
Yonatan Bisk, Daniel Fried, and Graham Neubig.

https://doi.org/10.18653/v1/2023.findings-emnlp.372
https://doi.org/10.18653/v1/2023.findings-emnlp.372
https://doi.org/10.18653/v1/2023.findings-emnlp.372
https://www.mindstudio.ai/blog/what-is-minimax-m2-7-self-evolving-ai
https://www.mindstudio.ai/blog/what-is-minimax-m2-7-self-evolving-ai
https://qwen.ai/blog?id=qwen3.6
https://qwen.ai/blog?id=qwen3.6


2024. Sotopia: Interactive evaluation for social in-
telligence in language agents. In International Con-
ference on Learning Representations, volume 2024,
pages 40975–41019.



Appendix

A Scenario Generation Pipeline

TurnFlow scenarios are stored as executable sce-
nario packages rather than as plain prompt strings.
Each package specifies what the simulated user
initially says, which facts and constraints are dis-
closed across turns, how the user moves through
the conversation, and which response elements are
required or forbidden at evaluation time. The gen-
eration code supports two compatible paths. A gen-
eral two-stage path is used for earlier task families
and composite tasks; the five TurnFlow challenge
categories in this paper use a stricter challenge-type
generation path because their difficulty comes from
staged disclosure, latent constraints, and semantic
drift rather than from a small set of additive diffi-
culty factors. Both paths produce the same final
schema and are therefore consumed by the same
simulator and judge. Scenario-authoring calls in
this pipeline use closed-source ANTH-O-4.5 unless
otherwise specified. The implementation records
finer-grained diagnostics such as schema validity,
reference resolution, criterion derivability, triviality,
and challenge-specific validity. These diagnostics
instantiate the four high-level dimensions shown in
Figure 2 Structure, Task Content, Difficulty, and
No-Leakage—rather than constituting additional
pipeline stages.

General two-stage path. Stage 1 converts a task
type, difficulty level, and domain seed into a struc-
tured template. The template contains a factor
instantiation, a storyline with user profile, goal,
obstacles, and resolution, and a phase skeleton
that orders the scenario into conversational stages.
Stage 2 converts that template into a runnable
JSON scenario. In the full-LLM mode, this in-
cludes: (i) extracting an information schema, (ii)
generating an aim sequence with at most one user
turn per aim in our evaluation setting, (iii) con-
structing flow information, constraints, and dis-
tractors, (iv) writing the initial anchor utterance,
(v) enumerating and filtering ground-truth require-
ments, and (vi) assembling hidden state and base
assistant instructions. An optional prewriting pass
can naturalize user utterances, but the benchmark-
valid fields remain the structured state queue and
ground truth.

Challenge-type generation path for TurnFlow.
For the five challenge categories studied in the

main paper, generation uses a challenge-type au-
thoring path. The generator samples a domain from
a task-specific domain pool and pairs it with a legal
challenge mechanism, such as gradual scope creep,
preference override, multi-constraint elimination,
or goal replacement. A coherence check rejects
semantically implausible domain–mechanism pairs
before scenario authoring. The authoring prompt
then combines four sources: task-specific design
rules, a shared scenario-authoring guide, a hand-
written level-1 example for the same challenge type,
and task-specific hard rules. The model outputs the
complete scenario JSON in one call. If validation
returns retryable warnings, the warnings are in-
serted into a feedback section and the candidate
is regenerated, with at most two feedback-aware
retries; persistent warnings or hard errors discard
the candidate.

Scenario schema. The final package con-
tains four fields used directly by evalua-
tion. state_queue.anchor is the first user
utterance. state_queue.flow_info stores
facts that the user can reveal over later
aims, while state_queue.constraints stores
hard requirements that must affect the fi-
nal answer. state_queue.aim_sequence or-
ders the user turns and binds each aim
to the information keys that should be dis-
closed. ground_truth.required_elements and
ground_truth.forbidden_elements define the
verifiable scoring target. Additional fields, includ-
ing base_instruction, personality, language,
difficulty, and optional hidden-state items, con-
trol simulator style but do not replace the element-
level scoring specification.

Validation rules. The validator first checks struc-
tural well-formedness: required top-level fields
must exist, referenced information keys must re-
solve to flow_info or constraints, and the
ground truth must be derivable from scenario-
internal information rather than from external
lookup. It then applies quality filters for answer
leakage, conditional or overly specialized ground-
truth elements, trivial eliminations, and unnatural
connector-heavy surface forms. Finally, challenge-
specific checks enforce the intended failure mode:
for example, multi-constraint elimination must re-
quire more than one constraint axis, preference
override must include an explicit override condi-
tion, and goal-shift scenarios must not reveal the
final probe in the anchor. These checks are used



before stability filtering, so the published pool is
restricted both by generation-time validity and by
judge-stability selection.

Automatic validation layers. Each generated
scenario is checked before admission to the
candidate pool. Schema checks require the
runnable package to contain a well-formed
state_queue, an ordered aim_sequence, and non-
empty ground_truth.required_elements and
ground_truth.forbidden_elements. Reference
checks require every information key used by
an aim to resolve to flow_info or constraints.
Derivability checks require required and forbidden
elements to be supported by scenario-internal state
rather than by external lookup or author-only as-
sumptions. Leakage and triviality checks reject
cases where the anchor or early aims reveal the
final decision, where a required element merely
restates the final user request, or where a forbidden
element is too narrow to test a meaningful failure
mode.

Challenge-specific checks. The validator also
applies category-level constraints that preserve
the intended measurement axis. Stateful Multi-
Constraint Following scenarios must contain entity-
linked updates whose polarity changes across turns.
Scope Creep scenarios must introduce a plausible
escalation path whose accumulated commitments
exceed a user constraint or capacity. Constraint
Collision scenarios must require the final answer to
satisfy more than one active constraint simultane-
ously. Preference Override scenarios must include
a hard rule that overrides a softer preference. Goal
Shift scenarios must include an obsolete earlier
plan and a later pivot that should change the final
decision frame.

Repair and rejection policy. Retryable valida-
tion warnings are passed back to the generator as
structured feedback, with at most two feedback-
aware regeneration attempts. Hard errors, unre-
solved references, non-derivable criteria, and per-
sistent challenge-mechanism failures cause the can-
didate to be discarded. Only scenarios that pass
these validation checks are simulated and subse-
quently subjected to the judge-stability filter used
to define the stable pool.

Worked example. One Scope Creep scenario
starts with a small bakery owner who has two part-
time employees and about $8,000 in monthly rev-
enue. The early turns describe a modest partner-

Check family Failure mode targeted Action

Schema Missing runnable fields
or empty criteria

reject or regen-
erate

Reference Aim references unre-
solved hidden-state
keys

reject or regen-
erate

Derivability Criteria depend on ex-
ternal or implicit facts

reject

Leakage and trivi-
ality

Final answer exposed
too early or made triv-
ial

reject or regen-
erate

Challenge spe-
cific

Scenario does not
instantiate the target
mechanism

reject or regen-
erate

Table 3: Scenario-level quality-control checks applied
before simulation. These checks validate the benchmark
item itself; model-output reliability is evaluated sepa-
rately by the judge and simulator diagnostics.

ship with a nearby coffee shop. Later turns add
daily 6am deliveries, an exclusive seasonal menu,
a staffed counter inside the coffee shop, catering
packages, a shared online store, and subscription
boxes. The final user asks for a rollout plan. The re-
quired elements force the assistant to recognize that
the accumulated commitments have exceeded the
bakery’s labor, production, and capital constraints;
forbidden elements penalize treating the full plan
as feasible or providing a rollout timeline with-
out surfacing the capacity conflict. This example
illustrates the intended benchmark signal: each
individual turn is plausible, but the correct final
answer depends on reconciling requirements that
were distributed across the conversation.

B Dataset Statistics

Table 4 reports the per-(challenge, domain) sce-
nario counts visualised in Figure 4. Rows are
domain buckets ordered by total scenario count;
columns are challenge types. The marginal totals
appear in the last row and the last column.

C Experimental Configuration Details

The model-under-test panel includes OAI-5.5,
GDM-3.1-Pro, DeepSeek-V4-Pro, Qwen3.6-Plus,
GLM-5, Kimi-K2.5, MiniMax-M2.7, OAI-5.4-
mini, DeepSeek-V4-Flash, ANTH-O-4.6, Qwen-3-
4B, and Qwen-3-30B. The scenario construction
pipeline uses ANTH-O-4.5 to expand seed tasks
into structured scenario packages before validation.
During evaluation, BRIDGE uses GDM-3-Flash
for the perception and generation modules, with
deterministic decision rules for user-turn selection.



Domain Stateful Scope Collision Override Goal Shift Total

Career 0 6 2 13 72 93
Food 81 0 0 7 0 88
Digital 0 43 10 24 3 80
Finance 0 9 33 6 10 58
Household 0 2 15 24 6 47
Travel 4 2 9 13 10 38
Events 13 13 2 1 2 31
Education 2 3 18 0 5 28
Health 0 1 11 9 6 27

Total 100 79 100 97 114 490

Table 4: Per-(challenge, domain) scenario counts on the
stable pool used in the main results. Domain abbrevia-
tions follow Figure 4.

The production evaluator uses OAI-5.4-mini as the
semantic extractor and a deterministic Python rule
layer for the final verdict.

For simulation-cost accounting, completed tran-
scripts average 9.1 user–assistant turns per sce-
nario. A typical completed scenario therefore
makes about 9.1 model-under-test calls and 17.2
BRIDGE-side GDM-3-Flash calls (perception plus
user generation, with the first user turn requiring
no perception call). Based on our run logs, repro-
ducing the main 12-model results table costs ap-
proximately $300 for simulation only, with Qwen-
3-4B and Qwen-3-30B run locally and therefore
excluded from agent-side API charges. This esti-
mate excludes scenario generation and all judge
calls.

AI assistance. Generative models are used as
documented above for scenario authoring, user sim-
ulation, and evidence extraction. We also used AI
assistance for language editing and experimental
code support; the authors reviewed the resulting
text, code, analyses, and claims.

D Per-Category Single-Turn Recovery

This appendix asks whether the aggregate single-
turn recovery effect in §4.4 is broad across chal-
lenge types or driven by a small subset of cate-
gories. The recovery arm uses 64 multi-turn stable-
fail (scenario, agent) pairs per category (nrec=320
total) drawn from the four-model diagnostic panel.
The calibration arm applies the same collapse pro-
cedure to MT-stable-pass pairs from the same panel
(nctl=342 total; the available pass pool is smaller
for Scope Creep and Goal Shift). The differences
across categories reflect the diagnostic condition
rather than a change in scoring.

Figure 8 separates the five categories into three
regimes. Stateful Multi-Constraint Following
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Figure 8: Per-category single-turn recovery diagnostic.
The first bar shows MT-stable-fail cases that become
stable PASS after single-turn collapse; the second shows
MT-stable-pass controls that remain stable PASS. Row
labels report recovery/control sample sizes.

(81.2% recovery; 91.0% control) and Constraint
Collision (78.1%; 92.0%) show high recovery, in-
dicating that many failures in these categories are
caused by distributing otherwise recoverable infor-
mation across turns. Scope Creep (34.4%; 55.0%)
and Preference Override (54.7%; 73.0%) show
mixed behavior: collapse repairs some failures, but
a substantial fraction remains hard even when the
full requirement set is visible at once. Goal Shift
remains near floor, with only 1.6% recovery (1/64)
and a low pass-control rate (13.6%, 3/22), sug-
gesting that stale-plan abandonment is not merely
a turn-order artifact but a difficult decision-frame
revision problem. This category split supports the
main experimental claim more precisely than the
aggregate figure alone: multi-turn interaction cre-
ates a broad recovery gap, but different reconcilia-
tion pressures fail for different reasons.

E Scoring and Judge Stability Methods

Scenario verdicts. The production score for each
scenario is a binary verdict. The verifier first ex-
tracts narrow evidence variables from the final
agent response; the Python rule layer then com-
poses those variables with the scenario’s required
elements, forbidden elements, threshold groups,
and veto conditions. This rule layer is intentionally
scenario-specific: some cases require any member
of a requirement group, some require a threshold
over several elements, and some fail immediately
when a forbidden action or hard veto is present.

Reported metrics. The main paper reports ag-
gregate pass rate, computed as the mean binary sce-
nario verdict over the stability-filtered pool for each
model and challenge category. Auxiliary quantities
such as required-element satisfaction, forbidden-
element violation, and turn efficiency are useful



for debugging but are not used to derive the main
reported pass rates.

Verifier prompt interface. The judge uses the
LLM only as an evidence extractor. For each sce-
nario, a cached fact-key pass converts the required
and forbidden elements, ground truth, and sce-
nario metadata into typed extraction targets. At
judgment time, the extractor prompt receives the
conversation, the final agent reply, the fact key,
and a challenge-specific question template, and
returns a structured JSON map. Most challenge
types use {yes, no, null} atomic answers; the
Goal Shift extractor instead copies short verbatim
evidence spans for pullback, concern, and endorse-
ment fields, which are then checked by determin-
istic string matching. The prompt is never asked
to decide pass/fail. The final verdict is produced
by deterministic Python rules over the extracted
variables.

Generic evidence-extraction prompt. The
judgment-time extractor prompt shares the fol-
lowing skeleton across challenge types; bracketed
fields are filled from the scenario-specific fact key
and question template.
SYSTEM:
You are a precise extraction assistant.
Output strict JSON only, no prose.

USER:
Extract evidence from the AGENT REPLY for
<CHALLENGE_TYPE>.

Task-specific distinction:
<TASK_SPECIFIC_DECISION_RULES>

## CONVERSATION
<TRUNCATED_DIALOGUE_CONTEXT>

## AGENT REPLY (this is what you evaluate)
"""<FINAL_AGENT_REPLY>"""

## QUESTIONS / OUTPUT SCHEMA
<TASK_SPECIFIC_QUESTION_TEMPLATE>

Return JSON only. Do not decide pass/fail.

Element-rewriting rules. Every R and F ele-
ment is authored under three rules: (1) named-
entity anchor—the element references a concrete
entity from the scenario’s domain ontology, never
a free-form description; (2) single testable claim—
no AND/OR compound claims, no nested quan-
tifiers, no implicit-context references; (3) polar-
ity preservation—any rewriting of an element pre-
serves the verdict direction of the raw claim. Ele-
ments that fail any rule are returned to the authoring

Challenge Task-specific fact key Question/template slot

Stateful Active entities, corrected
or removed constraints,
safe options, and stale-
constraint traps.

Does the reply flag re-
quired active constraints
and avoid warning about
corrected, cleared, or out-
of-scope constraints?

Scope Creep Embedded risks behind
positive framing and for-
bidden escalation ac-
tions.

Does the reply address
each risk concretely,
avoid trap actions, and
avoid green-lighting the
expanded plan?

Constraint Col-
lision

Hard cap, candidate
items, within-cap and
over-cap options, user-
stated distractor choice.

Does the reply recommend
a valid option and avoid en-
dorsing, purchasing, or ex-
empting invalid options?

Preference
Override

Blanket preference,
aligned items, override
items, valid alternatives,
and trap alternatives.

For each override item,
does the reply set aside the
preference, name a non-
preference method, and
avoid trap alternatives?

Goal Shift Strategic pullback
concerns, halt evidence,
endorsement evidence,
and validation-as-prep
evidence.

Copy verbatim spans
showing pullback, exis-
tential concern, concrete
concerns, endorsement, or
treating prep as validation.

Table 5: Task-specific slots filled into the generic
evidence-extraction prompt. The LLM output is an
evidence record; scenario verdicts are computed by de-
terministic rules over these fields.

loop before admission.

Stability protocol (K=15 + discard). For every
(scenario,model) pair in the candidate pool, we
run the verifiable judge fifteen times sequentially
with the same Layer-1 fact key, the same Layer-2
prompt, and a temperature-zero verifier. The dis-
card rule, pre-registered before any pass-rate com-
putation, is: if any of the four evaluated models has
a verdict that flips on a given scenario across the
fifteen runs, the scenario is removed from the pub-
lished pool. The rule is symmetric (no per-model
or per-verdict bias) and applied once globally, not
iteratively. Retained scenarios therefore have byte-
stable Layer-3 outputs by selection.

Why K=15. We selected K=15 from a sweep
over K∈{5, 10, 15, 20, 30} on a held-out pilot
pool: K=15 is the smallest budget at which the
marginal additional flip-rate uncovered by raising
K falls below 1% for all five challenges. Larger
K buys diminishing additional stability filtering at
proportionally higher cost.

Why not majority voting. Production scoring
uses a single judge call per case rather than K=15
majority aggregation. Majority voting at evaluation
time can hide verdict instability by aggregating it,
which both inflates apparent reliability and prevents
downstream consumers from auditing per-case ver-
dicts. We use K=15 only as a pre-publication
stability filter on the pool; production deployment



of the judge runs K=1.

E.1 Expanded-Panel Stability Sensitivity
The production rule above is a strict zero-flip filter
over the original four-model panel. To test whether
the observed stability is peculiar to that panel, we
separately sample 100 pre-filter scenarios (20 per
challenge) and repeat the frozen judge 15 times
over ten models. For this sensitivity analysis, a sce-
nario is counted as stable when each tested model
has at most one inconsistent verdict across the 15 re-
peats. We report this tolerance-one audit separately
because it is slightly less strict than the production
rule used to define the main pool.

Challenge Sampled 4-model 10-model Retained

Stateful 20 19 18 94.7%
Scope Creep 20 18 18 100.0%
Constraint Collision 20 20 19 95.0%
Preference Override 20 19 19 100.0%
Goal Shift 20 20 19 95.0%

Overall 100 96 93 96.9%

Table 6: Expanded-panel stability sensitivity. Of the
96 scenarios stable under the four-model audit criterion,
93 remain stable after expanding to ten models. This
tolerance-one diagnostic is distinct from the strict zero-
flip production filter.

F Human Annotation

F.1 Human Judge-Quality Assessment
We manually audited 50 sampled judgments. Eval-
uators compared each final model response with
the scenario state and its required/forbidden crite-
ria, then assigned a binary verdict independently of
the production extractor. All evaluators had CEFR
C1-level or higher English proficiency and were
compensated at $16 per hour; each assessment ses-
sion lasted approximately four hours. Agreement
with the three audited extractor configurations is
88%–90% overall; the complete agreement matrix
appears in Figure 9.

F.2 Human Trajectory-Realism Audit
We sample 40 BRIDGE trajectories stratified
across all five challenge types. Three annotators
independently rate turn-level naturalness, conver-
sational coherence, and consistency with the speci-
fied persona and communication style on five-point
scales. They also flag turns that appear overly com-
plete, overly polite, or template-like.

The audit supports the naturalness of the
controlled interaction patterns instantiated by

Realism measure Average

Turn-level naturalness (1–5) 4.4
Conversational coherence (1–5) 4.6
Persona/style consistency (1–5) 4.4
Turns flagged as overly complete 4.1%
Turns flagged as overly polite 2.5%
Turns flagged as template-like 5.8%

Table 7: Human realism audit over 40 BRIDGE trajec-
tories.

BRIDGE, but it does not establish that one sim-
ulator reproduces the full distribution of real-user
behavior.

F.3 Human Scenario-Validity Audit

We separately audit 100 scenario packages (20 per
challenge type). Three annotators independently
assess whether: (i) hidden constraints and staged
disclosures are plausible; (ii) the final challenge
follows from the accumulated scenario state; and
(iii) the required/forbidden criteria are supported
by that state, capture the intended valid response
policy, and allow reasonable alternatives. Disagree-
ments are resolved by majority vote.

Scenario-validity measure Acceptance

Constraint/disclosure plausibility 90%
Final-challenge derivability 93%
Required/forbidden criterion validity 89%
All three criteria satisfied 87%

Table 8: Majority-vote acceptance rates in the 100-
scenario validity audit.

G BRIDGE Fidelity Matrix

Table 9 reports the full Fidelity-AC matrix behind
Figure 5. The diagnostic compares three user-
realization strategies on the same scenarios while
holding the user-simulator backbone and agent re-
sponder fixed. Prompt-only gives the user model
the full scenario state and asks it to pace disclo-
sure itself; Preassigned-Action fixes the semantic
user action and disclosure payload for each turn
before interaction, while retaining the same LLM
user for natural-language realization. It therefore
provides more control than Prompt-only, but unlike
BRIDGE, it does not select the next semantic action
from the tested model’s response.; BRIDGE uses
the full reactive simulator. Fidelity-AC is conjunc-
tive: a trajectory must preserve final-trap fidelity,
content fidelity, and task-presentation fidelity.



Challenge Prompt-only Preassigned BRIDGE

Stateful Multi-Constraint Following 0/8 0/8 6/8
Scope Creep 1/8 3/8 6/8
Constraint Collision 0/8 0/8 8/8
Preference Override 2/8 5/8 7/8
Goal Shift 0/8 6/8 8/8

Overall 3/40 14/40 35/40

Table 9: Full BRIDGE trajectory-fidelity diagnostic.
Values count trajectories passing Fidelity-AC under
Prompt-only, Preassigned-Action, and BRIDGE. A pass
requires correct final-probe delivery, faithful disclosure
of task-critical content, and an uncorrupted task presen-
tation.

H Evaluation-Stack Robustness

Cross-simulator audit. We sample 100 scenar-
ios, stratified as 20 per challenge type, and replace
the GDM-3-Flash backbone used by BRIDGE’s
perception and generation modules with OAI-5.4-
mini or DeepSeek-V4-Flash. Scenario packages,
the deterministic DECIDE policy, tested-model set-
tings, and the production judge are held fixed. Ta-
ble 10 shows that each tested model changes by at
most four percentage points. ANTH-O-4.6 remains
strongest under both alternative simulators despite
no family overlap, while GDM-3.1-Pro receives no
systematic advantage from the GDM simulator.

Simulator OAI-5.5 GDM-3.1-Pro DS-Pro ANTH-O

GDM-3-Flash 38% 31% 34% 43%
OAI-5.4-mini 36% 30% 33% 43%
DeepSeek-V4-Flash 34% 29% 33% 44%

Table 10: Pass rates on the same stratified 100-scenario
subset under three BRIDGE backbones. DS-Pro denotes
DeepSeek-V4-Pro, and ANTH-O denotes ANTH-O-
4.6.

Cross-verifier audit. Holding model replies, sce-
nario criteria, and deterministic verdict rules fixed,
we replace only the LLM used for evidence extrac-
tion. Figure 9 reports 92%–96% pairwise agree-
ment among the three model extractors over 588
cases and 88%–90% agreement with human judg-
ments on the 50-case human subset. Because the
extractor never directly decides pass/fail, this audit
isolates dependence in the semantic-evidence layer.

I Lightweight Intervention Diagnostic

We rerun the same 200-scenario diagnostic subset
with OAI-5.5, GDM-3.1-Pro, DeepSeek-V4-Pro,
and Qwen3.6-Plus under three task-agnostic inter-
ventions. State tracking appends a frozen instruc-

Overall Pass Fail

OAI-5.4-mini × GDM-3-Flash

OAI-5.4-mini × DeepSeek-flash

GDM-3-Flash × DeepSeek-flash

OAI-5.4-mini × Human

GDM-3-Flash × Human

DeepSeek-flash × Human

92% 86% 96%

94% 87% 98%

96% 95% 97%

88% 85% 91%

90% 84% 93%

90% 87% 92%

85

90

95

100

Figure 9: Cross-verifier majority-verdict agreement over
588 cases (241 pass and 347 fail). Model–model pairs
appear in the top block; the bottom block compares
each extractor with human judgments on a 50-scenario
subset. Replies and deterministic verdict rules are fixed.

tion to maintain the active user state. Self-summary
appends a separate frozen instruction requiring the
tested model to generate an accumulated-state re-
cap as part of its responses; the recap remains visi-
ble in subsequent dialogue history. Self-correction
adds a post-response check before the answer is
scored. The tracking and summary arms use only
disclosed dialogue content and receive no hidden
scenario state, evaluation criteria, expected answer,
or verifier output.

Model Baseline Tracking Summary Self-correct

DeepSeek-V4-Pro 41.3 36.5 38.1 46.0
GDM-3.1-Pro 29.8 27.7 29.8 25.5
OAI-5.5 43.6 45.5 50.9 43.6
Qwen3.6-Plus 33.9 37.5 32.1 33.9

Overall 37.2 36.8 37.7 37.3

Table 11: Pass rate (%) on the paired 200-scenario inter-
vention subset. These subset baselines are not directly
comparable with the full-pool results in Table 2. Bold
marks the best condition within each model row; ties
retain both entries.

The interventions produce targeted rather than
universal gains. Summary improves OAI-5.5 by
7.3 percentage points, self-correction improves
DeepSeek-V4-Pro by 4.7, and state tracking im-
proves Qwen3.6-Plus by 3.6; no intervention im-
proves the overall sampled pass rate by more than
0.6 points. The same mechanism can also reinforce
a model’s existing weakness, as the representative
cases in Table 12 illustrate.



Intervention Representative evidence Diagnostic implication

State tracking In T19_408, preserving all stated constraints turns
a general DIY preference into a hard rule and
leads the model to recommend a DIY 200-amp
electrical-panel replacement rather than a licensed
electrician.

Tracking can preserve active state while failing
to distinguish hard requirements from soft pref-
erences.

Self-summary OAI-5.5 gains most from summaries, but in
T20_262 the recap treats the sale plan as settled
and optimizes execution rather than reconsidering
whether the sale is necessary.

Summaries increase state salience but can con-
solidate an obsolete execution frame.

Self-correction On Scope Creep, self-correction revises 60% of
initial drafts but recovers none of the failures.

Final-answer editing cannot repair a path-level
error after the model has accepted an invalid
premise.

Table 12: Representative mechanisms behind the uneven intervention effects.

J Paired BRIDGE–Template Case Notes

Table 13 expands the qualitative comparison be-
hind the interaction-realization diagnostic in Fig-
ure 7. The paired notes are selected from the same
BRIDGE-ablation audit as Table 9. They focus on
the mechanism exposed by each realization rather
than on final pass/fail labels: BRIDGE can pre-
serve both the trap and the information needed to
make the trap valid, while prompt-only or fixed-
disclosure users can omit critical facts, trail into
closure, or let distractors displace the final test.



Preference Override: communication-plan exception (T19_045)
Scenario and test objective. The user is planning weekly communications. The hidden exception is that a DataPipe
go/no-go call is at 4:30pm, but the user leaves the office at 4:15pm; the final plan is valid only if the model catches that
conflict.
Open-loop paths.
The prompt-only user trails into closure and never asks for
the final plan. The fixed-disclosure user asks for a clean
weekly schedule, but omits the 4:15pm departure, so the
final trap is delivered without the critical conflict.

BRIDGE path.
The user states that the DataPipe cutover requires a 4:30pm
live call for rollback authorization and that they leave the
office at 4:15pm that day, then later asks to map out the
communication plan for the week.

Diagnostic point. A surface “trap delivered” check would over-credit the fixed schedule, but Fidelity-AC rejects it because
the model was never given the fact that makes the exception detectable.

Stateful Multi-Constraint Following: group menu under distractor pressure (T16_001)
Scenario and test objective. The user is checking an Ethiopian menu against several diner constraints. A sanctioned
distractor says Fatima’s doctor cleared her raw-food restriction, but the final test is whether the model still checks kitfo,
doro wat, misir wat, gomen, tibs with peanut sauce, and injera against the whole group.
Open-loop paths.
Both open-loop users end on the good-news distractor
about Fatima being cleared for raw food, so the menu
question is never posed. In one fixed-disclosure trajectory,
an extra gluten restriction is also misattributed to Fatima.

BRIDGE path.
The user voices the same doctor-clearance distractor
earlier, then still closes with the intended menu check:
whether the proposed order has any issues for the group.

Diagnostic point. The reactive policy helps preserve the final evaluation move under distractor pressure, rather than letting
a plausible intermediate update pull the conversation away from the test.

Constraint Collision: wrong-option commitment (T18_050)
Scenario and test objective. The user must choose a children’s camp under a 500-yuan budget and a Saturday swimming-
lesson conflict. Camp Gamma is valid; Camp Beta is tempting because of its art projects but violates the active constraints.
Open-loop paths.
The prompt-only user relaxes the constraints by moving
swimming and stretching the budget before choosing Beta.
The fixed-disclosure user first says Gamma is the only
option, then mechanically switches to Beta in the last turn,
contradicting its own earlier state.

BRIDGE path.
The user builds a plausible wrong lean by mentioning
a neighbor’s strong experience with Camp Beta and its
working-artist instructors, then commits to Beta in the
final request.

Diagnostic point. BRIDGE makes the wrong option tempting without dissolving the constraints or self-stating the correct
answer, so the final answer still tests joint constraint preservation.

Table 13: Expanded paired BRIDGE–template case notes from the interaction-diagnostic audit. The blocks record
the qualitative mechanism rather than final pass/fail numbers; quantitative pass-rate differences are summarized in
Figure 7.

K Per-Turn Case Studies

The main experiments report aggregate pass rates
and diagnostic deltas. This appendix first gives one
audited illustrative case for each challenge type,
using compressed turn sketches and final-response
contrasts to show what the category is intended
to measure. These examples are qualitative aids
rather than replacements for the aggregate results.
We then include longer pass/fail trajectory contrasts
for two especially hard cases.

K.1 Representative Challenge-Type Cases
Tables 14–18 show one audited illustrative case
per challenge type. Each block gives the scenario
background and test objective, then contrasts two
interactive trajectories so that both user-simulator

reactions and agent responses remain visible.



Stateful Multi-Constraint Following: lifted dinner constraints
Scenario and test objective. An anniversary dinner starts with several guest restrictions, but two constraints later stop
being active. The test is whether the model updates the active constraint state rather than carrying forward every previously
mentioned restriction.
DeepSeek-V4-Pro trajectory (PASS).
User: “Sarah actually used to be lactose intolerant... she
has no more issues with dairy at all.”
Agent: “I’m updating Sarah’s status: no dietary restric-
tions.”
User: “Tom just called to say his flight got moved up to
Saturday morning, so unfortunately he won’t be able to
make it to dinner after all.”
Agent: “Tom’s shellfish allergy is no longer a concern...
here’s the refined guest list.”
Agent: “Sarah – no restrictions; Mike – celiac; Dana –
pregnant; Priya – strict Jain vegetarian; Raj – severe tree
nut allergy.”

Qwen-3-30B trajectory (FAIL).
User: “Sarah used to be lactose intolerant... she is com-
pletely fine now with no more dairy issues at all.”
Agent: “Sarah being officially cleared of lactose intoler-
ance is such a relief... Let’s update your dinner plan with
this happy news.”
User: “Tom... won’t be able to make it to dinner after
all... we won’t have to worry about his specific restrictions
anymore!”
Agent: “Tom can’t make it... we can focus on the 6 guests
who are coming.”
Agent: “Linguine alle Vongole... Tom (shellfish al-
lergy)... Not safe for anyone except you & Sarah.”

Expected behavior. The final menu review should still flag active issues such as gluten for a celiac guest, pine nuts for a
tree-nut allergy, and meat or clams for a Jain guest; it should not flag dairy for Sarah or shellfish for Tom.
Interpretation. The failure is a constraint-lifecycle error. This case is manually audited as an illustrative example rather
than used as an automatic-judge claim.

Table 14: Representative Stateful Multi-Constraint Following case.

Scope Creep: weekend booking page to gym-management platform
Scenario and test objective. A solo gym operator begins with a simple booking page, but later turns expand the request
into payments, subscriptions, trainer management, and analytics. The test is whether the model reassesses feasibility after
cumulative scope expansion.
Kimi-K2.5 trajectory (PASS).
User: “I only know basic HTML and a little JavaScript,
so I can’t build complex full-stack systems.”
User: “I need our memberships to have recurring subscrip-
tions with auto-renewal, retries for failed payments, and
proration...”
Agent: “What you’re describing is a full subscription
billing platform, not a simple project.”
User: “I would love to add an analytics dashboard that
displays member retention predictions, revenue forecast-
ing, and class popularity trends.”
Agent: “I need to stop us here, because I think there’s
a mismatch between what I’m saying and what you’re
hearing.”

OAI-5.5 trajectory (FAIL).
User: “Can we set up a waitlist feature that automatically
notifies clients when a spot opens up?”
Agent: “Yes – a waitlist with automatic notifications is a
very natural next step.”
User: “I would love to set up online payment process-
ing...”
Agent: “Yes – online payments are a reasonable next
step...”
Agent: “Yes – a basic version over one weekend is
realistic if you keep the scope very small.”

Expected behavior. Hold the line and redirect to existing software or a developer, because the request now requires backend
storage, billing, authentication, and analytics.
Interpretation. The failure is not missing a single fact; it is failure to convert accumulated scope into a refusal or redirection.

Table 15: Representative Scope Creep case.



Constraint Collision: camera choice under a hard budget
Scenario and test objective. A camera recommendation must reconcile feature preferences with a hard budget. The test is
whether the model preserves jointly active constraints when attractive options violate one of them.
OAI-5.5 trajectory (PASS).
User: “The Sony A6400 is 1150 USD... the Fujifilm X-
T30 II is 899 USD... the Canon EOS R50 is 679 USD.”
Agent: “My pick: Fujifilm X-T30 II at $899.”
User: “My absolute maximum budget is 750 USD.”
Agent: “With your strict $750 cap... the A6400 is not a
realistic option.”
Agent: “Buy the Canon EOS R50... the only one that
fits your actual constraints.”

GDM-3.1-Pro trajectory (FAIL).
User: “The Canon EOS R50 is 679 USD... the Fujifilm
X-T30 II is 899 USD.”
Agent: “The Canon EOS R50 at $679... becomes a very
tempting option.”
User: “My friend... says the incredible Classic Chrome
simulation looks exactly like Kodachrome slides.”
Agent: “Classic Chrome is legendary... Not having to...
edit RAW files for hours is a massive selling point.”
Agent: “You should go with the Fujifilm X-T30 (buying
it used/refurbished).”

Expected behavior. Recommend the Canon EOS R50, the only option under the $750 cap; do not recommend the
over-budget Sony or Fujifilm or invent an undisclosed discount.
Interpretation. The failure resolves a hard collision by changing an input fact rather than respecting the active constraint
set.

Table 16: Representative Constraint Collision case.

Preference Override: spreadsheet habit versus live dashboard requirements
Scenario and test objective. The user has a strong spreadsheet habit, but one deliverable requires live interactivity. The
test is whether the model treats a preference as soft when a hard item-level requirement conflicts with it.
OAI-5.5 trajectory (PASS).
User: “For eight years, I have built every report and dash-
board strictly in Excel and Google Sheets.”
Agent: “If Excel and Google Sheets have worked for eight
years, there’s no reason to abandon them just because the
word “dashboard” is involved.”
User: “Deliverable 3 is a live-SQL dashboard with region
click-to-filter, row drill-downs, and a date-range slider...”
Agent: “This is the first one where I would not force it
into spreadsheets.”
Agent: “Deliverable 3. Live-SQL executive dashboard –
Power BI or Tableau.”

GDM-3.1-Pro trajectory (FAIL).
User: “I have used spreadsheets only for the past eight
years... I have never needed to use Tableau, Power BI, or
any other specialized tool.”
Agent: “You do not actually have to leave spreadsheets to
build an interactive dashboard.”
User: “Deliverable 3 is an interactive dashboard... It
requires a live SQL refresh for Monday’s live C-suite
leadership meeting.”
Agent: “Since we are sticking to Excel, I have fantastic
news: Excel is secretly one of the best SQL dashboard
tools on the market.”
Agent: “You are going to use Microsoft Excel for all
four deliverables.”

Expected behavior. Keep spreadsheets for the simple deliverables while recommending a BI tool for the interactive
dashboard.
Interpretation. The failure is preference bleed: a soft habit is treated as globally binding despite a hard requirement for
one deliverable.

Table 17: Representative Preference Override case.



Goal Shift: feasibility assessment to immediate pitching
Scenario and test objective. A new graduate first asks whether an eight-client, $2,800-per-month freelance social-media
plan is viable. After the model surfaces unresolved capacity and pricing concerns, the user pivots to immediate boutique
pitching. The test is whether the model reopens the invalidated launch premise rather than treating the later execution goal
as settled.
Initial goal omitted from the excerpts. The conversation opens with a feasibility question about reaching eight clients
within three months. The compressed turns below begin after that goal has been established.
Kimi-K2.5 trajectory (PASS).
User: “My goal is 8 clients within 3 months
($2,800/month), then hiring a part-time VA to add 4 more
by month 6.”
Agent: “I need to flag some serious math and capacity
issues before you commit to this timeline publicly.”
User: “I’m basically ready to walk into the first boutique
this week, but is there anything else I should think about
before I go?”
Agent: “I want to pause you here. We just identified
that your plan has serious capacity and math problems...
That’s a red flag.”

OAI-5.5 trajectory (FAIL).
User: “My goal is 8 clients within 3 months to bring in
$2,800/month and cover my rent and car payment.”
Agent: “I love the clarity of the goal... But I want to
gently pressure-test the math and capacity.”
User: “I’m basically ready to walk into the first boutique
this week! Is there anything else I should think about
before I head out?”
Agent: “Yes: before you walk in, make sure you’re ready
for the actual moment where someone says, “Interesting,
tell me more.””

Expected behavior. Pause the user and require the capacity/pricing contradiction to be resolved before preparing the
boutique pitch.
Interpretation. OAI-5.5 does not fail for using an insufficiently forceful warning; it fails because it accepts the later
execution goal without revisiting the feasibility question that its own analysis left unresolved.

Table 18: Representative Goal Shift case.



Goal Shift hard failure: self-publishing literary fiction
Scenario and test objective. A debut author of a 1970s Midwestern family saga opens with the strategic question of
whether self-publishing is right for the book. Later turns move into production details, pricing, marketing, and a plan to use
self-publishing sales to pitch traditional agents. The test is whether the model reopens the strategic premise once execution
details no longer answer the original decision problem.
Qwen3.6-Plus trajectory (PASS).
User: “I want to sell 500 copies across all formats in the
first 6 months, using that data to pitch literary agents for a
traditional deal on book two.”
Agent: “I need to give you some critical industry reality
checks regarding the connection between self-publishing
sales and securing a traditional deal for a second book.”
User: “I’ve got my timeline locked in... ready to send the
manuscript to the developmental editor next month.”
Agent: “This is a pivotal moment... you want to ensure
you get the maximum value out of it.”

OAI-5.5 trajectory (FAIL).
User: “I aim to sell 500 copies across all formats in the
first 6 months, using those sales to pitch literary agents for
a traditional deal on book two.”
Agent: “I’d gently reframe the second half of the strategy,
because agents are going to interpret self-publishing sales
in a very particular way.”
User: “I’m basically ready to send the manuscript off to
the developmental editor next month... Is there anything
else I should think about?”
Agent: “Yes. You’re at the perfect moment for one last
“publisher brain” pass before the manuscript leaves your
hands.”

Expected behavior. Pause execution support and tell the user to reconsider whether self-publishing serves the book and the
later agent-query goal before paying for production.
Interpretation. The failure is a global-reconciliation failure: accumulated execution detail is treated as confirmation of the
self-publishing plan rather than evidence that the original strategic question needs to be reconsidered.

Table 19: Detailed Goal Shift failure trajectory (OAI-5.5).



Scope Creep hard failure: solo maker and boutique-chain partnership
Scenario and test objective. A one-person home candle business earning $800–1,000/month is offered a boutique-
chain partnership. Across the conversation, the deal accumulates wholesale volume, exclusive scent lines, insurance and
certification obligations, net-60 consignment terms, and weekend demo labor. The test is whether the model converts
cumulative obligations into a feasibility stop rather than a staged launch plan.
Kimi-K2.5 trajectory (PASS).
User: “I am a solo operator... no employees and $800–
1000/month revenue... I cannot scale to wholesale volume
or absorb the financial risk of consignment terms.”
Agent: “A “no” to their standard terms doesn’t have to
mean “no” to the opportunity.”
User: “I work on net-60 consignment... which is pretty
normal for retail partnerships!”
Agent: “Net-60 consignment is not “pretty normal” for
small makers, and it’s a dangerous structure for your situa-
tion.”
Agent: “I don’t think I can help you with that timeline...
you’ve consistently responded to every concern I raised
by escalating your obligations.”

GDM-3.1-Pro trajectory (FAIL).
User: “I’m worried I cannot scale to wholesale volume or
absorb the financial risk of consignment terms.”
Agent: “You do not have to say yes to whatever they
propose... negotiate terms that actually work for your
current setup.”
User: “They want to work on net-60 consignment... any
unsold inventory gets returned.”
Agent: “Stop right here... Do not accept these terms.”
Agent: “Since you are ready to get moving, let’s map out
a rock-solid, step-by-step timeline.”

Expected behavior. State that the current partnership is not feasible for a solo low-revenue operator, especially under
net-60 consignment, and recommend renegotiation or a much smaller pilot.
Interpretation. The failure is commitment-driven scope creep: each individual obligation can be discussed locally, but the
combined deal should block the requested timeline.

Table 20: Detailed Scope Creep failure trajectory (GDM-3.1-Pro).
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